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Abstract

We treat linear control design as a problem in the frequency domain: the plant
is known through its frequency responses, the disturbance through its spectrum,
and the objective is the real part of the mean inner product of two output vectors,
ReE[yfys] — a mean square when y, = yp, a mean power when they are a force
and a velocity, a cost rate when they are a price and a flow. Nothing is realized
in state space. At each frequency the cost is a quadratic form in the controller,
which gives a closed-form optimum, a test for when that optimum exists at all,
and an expression for the optimal cost that separates what the actuators cannot
reach from what the sensors cannot see. Causality, preview, fixed structure and
constant gain then appear as one condition on the admissible lags, and the causal
optimum follows by Wiener—Hopf factorization, computed on a grid and realized as
a finite rational controller by greedy selection of poles. Because sensor noise enters
the same quadratic form, the value of sensing falls out of the same algebra: the
marginal worth of each sensor’s accuracy, resolved by frequency; a guarantee on
what a sensor upgrade is worth, computed before any redesign; and convexity of
the accuracy-allocation problem. We give a software package, worked examples on
wide-area damping of power systems (a stylized system and the IEEE 39-bus system)
and on vibration isolation with two dissimilar sensors. The framework covers one
controller with one measurement vector; decentralized problems whose information
structure is not quadratically invariant are outside it.

1 Introduction

Two facts about many real control problems sit awkwardly with textbook state-space
design. First, what is actually known about the plant is often a set of measured or
computed frequency responses — from hydrodynamic codes, aeroelastic codes, system
identification, or ambient data — rather than a state-space realization of modest order.
Fitting a rational model to that data is a design decision in itself, and a lossy one.
Second, what is actually to be optimized is often not a norm. Absorbed power is a force
times a velocity; an energy bill is a price times a flow; the energy exchanged during
a frequency event is a power times a frequency deviation. Such objectives are bilinear
in two different outputs and are not sign-definite, so the standard machinery does not
apply unchanged.



This paper works directly with those two facts. The plant enters only through
frequency responses, the disturbance only through a spectrum, and the objective is
1 o0
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ReTr (Y, VY') dw,

with y, and ¥, two vectors of objective variables. Because the integrand is a quadratic
form in the controller at each frequency, three questions can be answered in closed form
and separately at each frequency: what the best controller is, whether a best controller
exists at all, and what the resulting cost is. The answers are then constrained back to
reality — causality, limited preview, fixed structure — by a single condition, and realized
as a controller of finite order.

Four ideas, in plain terms. Four things recur below and are worth stating once without
symbols.

1. Bverything is a function of frequency. Plant, controller and disturbance are de-
scribed by what they do to a sine wave of each frequency, and the cost is an integral
over frequency: a design is judged by how it trades one band against another.

2. At a single frequency the problem is small. Fix a frequency and the cost is a
quadratic function of one complex matrix, which can be minimized in closed form:;
the data also say whether a minimum exists at all. Doing this at each frequency
separately gives the pointwise optimum — a target, usually unachievable, because
the answers at different frequencies need not fit together into one realizable con-
troller.

3. Causality ties the frequencies together. A causal controller is one whose response
to an impulse is zero before the impulse arrives. That is a statement in time, and it
constrains all frequencies at once. Preview, constant gain and PID are restrictions
of the same kind — on which lags the controller may use — which is why one
condition covers them all.

4. A change of variables makes the problem convex. The closed loop is a complicated
function of the controller but an affine one of the Youla parameter, so designing in
that variable is least squares; the controller is recovered afterwards.

What the paper contains. Section 2 gives the pointwise optimum: a stationarity con-
dition, a pseudo-inverse form with the rank condition under which a finite controller
realizes it, a test (H > 0 at each frequency) that decides whether the problem has a min-
imum or is unbounded below, and an optimal cost that splits into an actuation-limited
part and a sensing gap. Section 3 shows that pointwise, causal, preview, constant-gain
and PID designs are all the same stationarity condition restricted to different sets of
admissible lags; specializing it to a constant gain under full information returns the
LQR condition. Section 4 gives the causal optimum by Wiener—Hopf factorization, for



unstable plants and noisy sensors, with the cost of causality as an explicit quantity into
which right-half-plane zeros, delays and unstable poles enter as all-pass factors; it then
builds a finite rational controller by greedy pole selection, which is exact after finitely
many steps. Section 5 prices sensing. Section 6 describes the software, Section 7 the
worked examples, and Section 8 where this should be useful.

What is contributed. Most of the ingredients are established, and Section 9 says which.
Stated briefly, this paper adds:

e A general bilinear objective handled from data. The pointwise optimum
of a power objective is classical for wave-energy arrays [8, 9] and has been carried
into a causal design for wave-energy converters [36]. Here the two outputs are
arbitrary and so are the sensing and actuation structures; the optimal cost is given
in closed form with its sensing gap; the existence test is a pointwise condition on
the data rather than a physical passivity assumption; and no rational fit of plant
or spectrum is required at any point.

e One stationarity condition for every structure. Causality, preview, finite
impulse response, constant gain and PID are the same condition on different lag
sets (Section 3), which is what makes it possible to compute the cost of causality,
the value of preview, and the gap to a fixed-structure design on one scale.

e The value of sensing, in the frequency domain. For a fixed controller the
cost is affine in the sensor-noise spectrum, so the optimal cost is concave in it and
its gradient is an explicit integral (Proposition 8) that says how much each sensor’s
accuracy is worth and in which frequency band. The same affineness bounds the
value of an arbitrary sensor upgrade from the current design alone, before any
redesign (Corollary 9), and the allocation of accuracy under a price is a convex
problem (Proposition 10).

e Validated software and examples. Every frequency-domain result in Section 7
is checked against an exact state-space optimum, including with measurement
latency treated exactly as e™*", and the code and data are in the repository. The
cost of a design depends on the numbers of inputs, sensors and frequency points,
not on the plant’s state dimension (Section 7.5).

2 Setup and the pointwise optimum

Figure 1 shows the configuration at hand. It shows C' the controller and P the plant. The
feedback vector is z and u and w are the control and the disturbance inputs, respectively.
1o and yp are two vectors of objective variables of equal dimension, the real part of whose
mean inner product (e.g. mean power, for force and velocity; the mean squared norm,
in case the two vectors are the same) we wish to minimize.

Let us denote the corresponding s-domain transfer functions by C(s), Pyw(s), Pyu(s),
P.,(s) and P,,(s). Note that this framework allows for inclusion of the disturbance or



Figure 1: Schematic of the control configuration

reference preview as well as measurement and process noise through P,,,. It allows the
inclusion of control cost in the objective function through Py,.

All the variables are corresponding complex spectra at a specific frequency, s = iw.
For brevity, this dependence is omitted from the derivation below. The disturbance w is a
zero-mean wide-sense-stationary process with spectral density matrix W(w) = W*(w) =
0; in the per-frequency expressions below, W takes the place of ww* (a single realization
ww* is only rank one). The notation A* denotes the complex conjugate transpose of
the matrix or vector A, and A denotes the Moore-Penrose pseudo-inverse of A, which
equals (A*A)~'A* only when A has full column rank. The controller is connected in
positive feedback, u = C'z.

Since we have u = C(Py,w + P,,u), hence

u= (I — CP,,) 'CP.,w. (1)
Using algebra, it is easy to see the following.

Yo = Pyyutt + Py = (Pyou(I — CPuy) 'O Puy + Pyw)w, (2)
Yy = Pyutt + Py = (Pyyu(I — OPsy) CPuy + Pyyu)w. (3)
The objective at a specific frequency is the real part of the mean inner product of
Ya and yp. Note that y;y. = Tr(y.y;), whereas y;y, is its complex conjugate; the two
agree only in their real parts, hence
J(C) =ReE [y ya] = ReTr (Y,WY) (4)
=ReTr ((Py,u(l — CPu) 'CPuy + Pypus)W (Py,u(I — CP.y) ' CPoy + Pyu)*)

where Y, = Py (I — CP.,) 'CP,, + Py, and Y}, is defined likewise. The total objective

is 1 oo
J = e J(Cliw); w) dw, (5)
and for real systems the integrand is even in w, so J = % fooo J dw.
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Taking derivative with respect to the controller C, and equating it to zero, we can
solve for the stationary C.

oJ
oCc ~ (Inz - 77(0)) P(C)E(C)a (6)
where
7’(0) = _qu(Inu - Cqu)ilc, (7)
P(C) = Psz(P;wC*(Inu — PO (P Py + Pl P
+ (Pyyw P + Py Pyu) ) (8)
€(C) = (Iny — CP.,) "t (9)

Here ¢(C) is the input sensitivity function, I,,, —1(C) = (I,,, — P,,C) ! is the output
sensitivity function, and n(C') is the output complementary sensitivity function (these
are the standard definitions for the negative-feedback controller —C'). Also note that
G =0J/0C in (6) is an n, X n,, complex matrix, and the actual change in the real scalar
J for a given change 0C is, to first order,

0.J =ReTr (G5C) =Re » G 6Cij, (10)

i7j

so that the direction of steepest descent is 6C' o« —G*. For a controller whose response
depends on real parameters 6, 9.J/00; = Re Tr(G 9C/00y).

Youla / internal-model form. Define
D = C(Ip, — P.yC)™t = (Iny — CP.) " 'C. (11)
By (1), the closed-loop map from w to w is
K = (I, — CP.,) 'CP., = DP,,, (12)
which is affine in D. Conversely, the controller is recovered from D as
C = (Inu+ DP.,)"'D (13)

whenever I, + DP,, is invertible. For a stable plant, the closed loop is internally
stable if and only if D is stable, so D is the Youla (internal model control) parameter.
Substituting (12) into (4),

J =ReTr (PyuK + Pyyw)W(Pyyu K + Pyu)*) - (14)



Quadratic form. Define the n, x n, Hermitian matrix H, the n, X n, matrix N, and
the open-loop cost Jy (the cost with C' = 0):

H = P;uuPybu + P;buPyau, (15)
N = P;auPybw + P;‘buPyaw, (16)
Jo = ReTr (P, WP} ,). (17)

Then (14) is exactly the quadratic function (Appendix A)
J(K) = 3Tr (HKWK"*) +ReTr (N*KW) + Jo. (18)

First- and second-order terms. Change K to K + JK. Because (18) is quadratic, the
change in cost is exactly the sum of a term linear in K and a term quadratic in § K
(Appendix A):

J(K+6K) = J(K)+ReTr (G(K)0K*) + 1Tr (HSK W 6K*),  G(K) = (HK+N)W.

first-order term second-order term
(19)
The first-order term is Re EZ j Gi;(K) m, the real inner product of the n, X n,, matrix
G(K) with K. It is the only part of the change that matters for small K, so G(K)
is the gradient of J with respect to K, and 0K o« —G(K) is the direction of steepest
descent. The second-order term does not depend on K; its sign is decided by H.
The controller can only produce closed-loop maps of the form (12), so the admissible
perturbations are K = 6D P,,,. With this substitution the first-order term becomes
ReTr(G(K) P}, 6D*), which vanishes for every 6D if and only if

(HK + NYWP:, =0, K = DP,,. (20)

This is the same condition as P(C) = 0 in (6), because P(C) = [(HDPyy, + N)W P}, ]*
(Appendix A).

Stationary controller. Let

Xyouy = H'N, M = P,,WP,, (21)
where X, 4, is ny X ny,, and M is n, x n, Hermitian positive semidefinite. If
HHINWP}, = NWP;, (22)

(i.e. the columns of NW P} lie in the range of H; this always holds when H is invertible,
and when y, = ), then (Appendix B)

Dopy, = _Xya,beP;wMT (23)
satisfies (20), and Cyp follows from (13):

Copt - (Inu + Dopthu)ilDopt- (24)



Direct expression. The controller can also be written without passing through D. Let

Q= (Pow — PouXy, ) WP, (25)
an n, X n, matrix, and
Cgpt = _Xya,beP;w QT (26)

Lemma 1. Suppose the range condition (22) holds,
rank ) = rank (Pzwwlﬂ) ) (27)

and I, — quCgpt is invertible (the loop is well posed). Then Cgpt satisfies (20), i.e.
P(Cglpt) =0, and its cost is the same as that of (24). If moreover M is invertible, then
QT =Q ! and C4 Copt -

opt -

Proof: Appendix B, p. 38.

Some remarks on Lemma 1. M has rank at most n,, so it is singular whenever
ny > ny,. Then (20) has a family of solutions, affine in D but not in C, all with
the same cost (Appendix C); (24) and (26) are in general different members of this
family. Since @ = [(Pow — PouXya .y )W/?] (P W/2)*, the rank of Q can never exceed
rank(PszV 2), and (27) holds for generic plant data. When M is invertible, (27) says
that @ is invertible, and

det Q = det M - det (Ipy + Dopt Pau) (28)

so (27) fails exactly when no finite controller C realizes Doy through (13); in that case
the pointwise optimum is not attainable by any controller of the form u = Cxz.

Second-order condition.

Proposition 2. Suppose M # 0. (a) If H »= 0, every D satisfying (20) is a global
minimizer of J at this frequency. (b) If H has a negative eigenvalue, J is unbounded
below at this frequency, and the pointwise problem has no minimizer.

Proof: Appendix B, p. 38. For y, = y, H = 2P, Py, = 0 always. For power-
type objectives, e.g. minimizing the negative of the generated power, Re(u*v) + u*Ru
(mechanical power —Re(u*v) minus a quadratic loss), with v = Zu+. .. (take y, = [v;u],
yp = [u; Ru], R = R*), H = Z+Z*+2R, which is positive semidefinite when the mapping
Z is passive (positive real) and R > 0.

Optimal cost. Let W1/2 be the Hermitian positive semidefinite square root of W, and
define the orthogonal projection onto the disturbance directions that the sensors see,

IL, = (P WY (P, W/?). (29)



Proposition 3. If (22) holds, every D satisfying (20) gives the same cost,
Jopt = Jo — 1Tr <N*HTN Wl/QHZWW) : (30)

This holds for general y, # y,. When H > 0, (30) is the minimum cost (Propo-
sition 2) and can be written as Jopy = Jo — %H(HT)UQNWUQHZH% < Jo. When H is
indefinite, (30) is the value at a saddle point, not a minimum.

Corollary 4 (y, = yp). With the projection I1,, = yuPyTu onto the output directions the
actuators can reach,

2
Jopt = Tr (I = TL,) P, WP, + HHUPWWUQ(I _ HZ)HF . (31)

The first term is the part of the disturbance response that the actuators cannot reach.
The second term is the part that the actuators could reach but the sensors cannot see;
it vanishes when P.,,JWW'/2 has full column rank n,. In the special case of wave-energy
absorption — g, the velocity, y;, the excitation force, and no sensing constraint, so that
I1, = I — Propositions 1 and 2 reduce to classical results for interacting oscillators [§],
reproduced in [9, §6.4]: the expansion P(U + ¢) = %FGTU* — 16TRS about a stationary
velocity (their Eq. (6.64)), which is maximal because the radiation-resistance matrix R
is positive semidefinite; the maximum absorbed power %FJ R™F. when R is invertible
(their Eq. (6.69)), or %FJ(R—F Ry)~'F, with friction losses (their Eq. (6.73)); and, when
R is singular, the statement that the optimal velocity is ambiguous while the maximum
absorbed power is unique, which is the special case of Proposition 3’s “every stationary
D gives the same cost”. Proofs: Appendix C, p. 39 for Proposition 3 and p. 40 for
Corollary 4.

Causality. Copt is chosen independently at each frequency, so it is in general non-causal
(it anticipates future disturbances). When H(w) = 0 at all frequencies, 5= [ Jopt dw
is therefore a lower bound on the total cost (5) of any causal controller, and a causal
controller attains it only if some pointwise-optimal D is causal (and stable).

3 Structure-constrained controllers

Condition (20) assumes that C'(iw) can be chosen independently at every frequency. A
realizable controller is usually restricted: a constant gain, a PID controller, a fixed-order
transfer function, or any causal controller. This section derives the stationarity condition
for such restricted controllers and shows that (20) is the unrestricted special case.

Gradient with respect to C.  Write S,(C) = (I, — P.,C)~' = I,. — n(C) for the output
sensitivity. Perturbing the controller from C' to C 4 §C' changes the Youla parameter
(11) by (Appendix D)

5D = €(C) 5C S,(C) + O(||5C 1), (32)



so the closed-loop map changes by d K = €6C' S, P,,, to first order. Substituting into the
first-order term of (19),

§J = ReTr (I'(C;w) 6C*) + O(||6C|%), T(C;w) = €(HK + N)WP;,S:  (33)

where I is n, X n, and K = DP,,, is the closed-loop map of C'. I is the conjugate
transpose of G in (6) and (10). Since € and S, are invertible,

I'Ciw) =0 <= (HK + N)WP}, =0, (34)
which is (20).

Stationarity for a restricted controller. Define the real inner product of two n, xn, matrix
functions of frequency,

(X,Y) = % /_ " ReTr (X(w) Y (w)") dw. (35)

By (5) and (33), the total cost changes by 6J = (I'(C),dC) to first order. Let the
admissible controllers be C(iw) = C(iw;6) with real parameters § € RP. A stationary
point satisfies

oJ oc\ 1 [% ‘ 90 (iw; 0)\ "
—0, k=1,...,p. (36)

In words, I must be orthogonal to every admissible direction of change of the controller.
If C(iw) may be chosen freely at each frequency, the admissible directions include every
matrix function of w, and (36) forces I' = 0, i.e. (34) and hence (20). Condition (36) is
therefore the generalization of (20).

Time-domain form. For real systems, real controllers, and a real disturbance process,
I'C; —w) =T'(C;w), so

~(t) = ! /Oo [(C;w) e dw (37)

:% .

is a real n, X n, matrix function of the lag ¢. If the admissible controllers are exactly
those whose impulse response ¢(t) may be chosen freely for ¢ in a set S of lags (and is
zero elsewhere), Parseval’s theorem turns (36) into (Appendix D)

v(t)=0 foralltesS. (38)
This gives a hierarchy of conditions:
e unrestricted, non-causal controller, S = R: v = 0, which is (20);

e causal controller, S = [0,00): y(t) = 0 for ¢ > 0, a Wiener-Hopf condition, with
~(t) free for t < 0;



e controller with preview 7 and memory 7', § = [-7,T]: v(¢t) = 0 on that interval;

e constant real gain, c(t) = C (), S = {0}:

4(0) = = / T P(Chw) dw = 0. (39)

:% .

For a PID controller C(s) = Kp + K;/s + Kps, with real matrices Kp, K1, Kp, (36)
gives three matrix conditions, assuming the integrals converge (in practice the derivative
term is filtered):

1 [ — 1
— I'(c; ) = 1, - . 4
o] (C;w) b(iw) dw = 0, b(s) € { ) 3} (40)
The first is (39). Formally, the second says that [ v(¢) dt = 0 (the impulse response of
1/s is a unit step).

Full-state feedback and LQR. Now impose the constant-gain constraint on the full-state
problem: z = x is measured without noise, so P,,, = ®B, and P,, = ®B, with
®(iw) = (iwl —A)~'; the disturbance is white with W = I; and y, = 3, = [Q"Y/%z; R4
with @ = 0, R > 0. For a real constant gain C' with A, = A+ B,C Hurwitz, let ¢ and
Pc solve the Lyapunov equations

AXc +YcAr + BB =0, ATPo + PoA.+Q+ CTRC = 0. (41)
Proposition 5. Under these assumptions:

(a) the frequency-domain constant-gain gradient (39) equals the Levine-Athans gradi-
ent,

T2

1 o0

7(0) / I'(C;w)dw =2 (BL Pc + RC) 2¢; (42)

(b) if o = 0, then v(0) = 0 if and only if C = —R™'BI' P, where P is the stabilizing
solution of the algebraic Riccati equation ATP + PA — PB,R™'BI'P + Q = 0.
That is, the only stationary stabilizing constant gain is the LQR gain.

Proof: Appendix D, p. 41. Two caveats on attribution. First, (42) is the gradient
used throughout the static output-feedback literature and attributed to [23], whose nec-
essary condition for a constrained gain v = —F'Cx is usually quoted in the coupled form
F =R 'BIKLCT(CLCT) ! with K a Riccati-like matrix and L a state covariance; its
full-information case is the LQR gain, so part (b) is a specialization of that condition
and not a new result. We have not obtained [23]; what is verified here is the formula, not
the attribution: src/verify_structured.py evaluates the frequency-domain gradient
(39) and 2(BI Po+ RC)X¢ at several gains and they agree to six decimals, and gradient
descent using only the frequency-domain quantity converges to —R~'BI P. Second, in
[23] the matrix ¢ arises from averaging over random initial states rather than from a
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white disturbance; the two give the same gradient with B, B. replaced by the corre-
sponding second-moment matrix. What is contributed here is the route: (42) is what
the lag-set stationarity condition (38) becomes when the admissible set is a single lag at
t=0.

So imposing the constant-gain constraint on the frequency-domain stationarity con-
dition recovers LQR. In the example of Figure 2 (A = [0,1;-10,—-1], B, = [0;1],
B, =[1;0.3], @ = I, R =0.1), the following checks agree:

e (42) matches the Lyapunov form to six digits at four different gains;

e a quasi-Newton descent that uses only (39) as its gradient, starting from C' = 0,
converges to —Kpqr = [—0.4881, —2.4607] with J = 2.681.

Solving the condition, and what it does not give. (42) is a gradient, not a formula for the
gain. For a general measured output the classical procedure iterates the two Lyapunov
equations (41) and a gain update read off the same condition, restarting from a stabilizing
gain [23]; the descent above does the same work from (39) alone, which needs only
frequency responses and no state-space model. Either way the condition is necessary, not
sufficient, and the constraint is not of the kind that preserves the convexity of Section 1:
causality, preview and finite-lag constraints are linear in the Youla parameter, whereas
holding the controller constant is not, so the cost need not be convex in the gain. The
landscapes of static output feedback and of LQG have been studied for exactly this
reason [10, 45], and several stationary points are possible.

The cost does not enforce stability. A second warning matters more in practice. The
cost (5) is an integral over the imaginary axis, and it equals E[y;y,] only when the
closed loop is stable; off the stabilizing set the same formula returns a finite number
that means nothing. One might hope that descent could not leave the stabilizing set,
because a closed-loop pole crossing the imaginary axis at wy # 0 makes |S(iwp)| infinite
and the integral diverge. That barrier is real, but it can be absent. A pole can also
leave through the origin: for a controller with integral action, Z the integral gain, this
happens when det(P,,(0) Z) changes sign, and there is no barrier at all, because S(0) = 0
on both sides and the transit contributes at a single frequency. In the PID example of
Section 7 this is exactly what happens: along the segment from a stabilizing design
to the minimizer of the spectral cost, det(P,,(0)Z) passes through zero, the number of
unstable closed-loop poles goes from zero to two, and the cost rises only from 0.018 to
0.033 before falling to 0.003 — a bump that a line search steps over. With the Youla
parameterization of Section 4 the question does not arise, since a stable ) gives internal
stability by construction; when optimizing a structured controller directly, a stability
certificate has to be carried alongside the cost. Proposition 5(b) is the benign case: with
full information and ¢ > 0 the stationary stabilizing gain is unique. We make no claim
about the computational complexity of the constrained problem.

The LQR gain satisfies more than (39). Because LQR is optimal among all causal
controllers for this problem, () = 0 for every ¢t > 0 (numerically, max;>0.05 |7(t)| ~
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10~7), while y(t) # 0 for t < 0 (Figure 2). The non-zero part at ¢ < 0 is exactly what
(20) would also remove. It is the improvement available only to a non-causal controller:
here the pointwise optimum has cost 1.69 against 2.68 for LQR.

LQR gain C = =K Constant gain C = [-1, 0.5]
t<0: 30 1
non-causal
0.2 A
only 20
0.0 10
—-0.2 A 01
—-0.4 A —101
_20 .
—0.6 —— vyi(t): gain on x1
= y>(t): gain on xz —30
-4 -2 0 2 4 6 -4 -2 0 2 4 6
t(s) t(s)

Figure 2: The stationarity kernel v(¢) of (37) for full-state feedback with white noise.
Left: at the LQR gain, v(¢) = 0 for all ¢ > 0, so the gain is stationary among constant
gains (7(0) = 0) and among all causal controllers, but not in the pointwise sense (20).
Right: a non-optimal constant gain, for which v(0) # 0.

For output feedback (for example static output feedback or PID), (36) is still the
first-order condition, but a stationary point need not be a global minimum: the cost is
not convex in the controller parameters, and suboptimal stationary points can exist (see
Fatkhullin and Polyak, and Zheng, Tang and Li, on the optimization landscape of static
output feedback and of LQG).

4 Causal optimum, unstable plants, and sensor noise

Section 3 gives the causal stationarity condition v(¢) = 0 for ¢ > 0. This section solves
it in closed form. The solution also covers unstable plants, plants with right-half-plane
(RHP) zeros or delays, and noisy sensors.

Youla parameterization for a general plant. For an unstable plant, a stable D no longer
guarantees internal stability. Using a coprime factorization of P,,, the closed-loop maps
of all internally stabilizing controllers can be written as affine functions of a free stable
parameter (Boyd and Barratt, Eq. (7.25); Skogestad and Postlethwaite, Eq. (4.94)). In
particular, the map from w to u is

K=Ky+T,QTs3, Q stable and causal, (43)
where K is the closed-loop map of one stabilizing controller Cy, and 15, T3 are stable.

A stable plant is the special case Ko =0, T, = I, T3 = P,,,, @ = D. For a single-loop

12



plant P,,, = N./M,, with M, stable and all-pass and carrying the unstable poles, one can
take Ko = DgP., with Dy the Youla parameter (11) of Cy, To = M., and T5 = M P,,,.
Substituting (43) into (19) gives the same quadratic structure as before (Appendix E):

J = J(Ko) + ReTr (E Q") + 3Tr (ﬁQMQ*) , (44)

H=T;HT,, M=T3WT;, E=T;(HKy+ N)WTj;. (45)
For a stable plant, H = H, M = M and E = NWP},.

Sensor noise. If the sensors are noisy, z = P,,w + P,,u + v, where v has spectral
density V' > 0 and is uncorrelated with w, then no new theory is needed. Augment the
disturbance to [w;v]:

w 0
Pow— [Pow I, Pyw— [Pyw 0], Ppu— [Py 0], W= [ ! V] (46)

Then M = P,,W P}, + V, which is positive definite when V' > 0. Adding sensors can
never increase the optimal cost, pointwise or causal, because the controller may give a
new sensor zero weight. Without noise, however, n, > n,, sensors are redundant: M is
singular, the optimal controller is not unique (Lemma 1), and the causal formula below
cannot be applied directly. In some problems the noise-free optimum even requires
differentiating the measurements, i.e. an improper controller. Modelling the (always
present) sensor noise with V' > 0 removes this degeneracy. This is the frequency-domain
counterpart of the requirement of positive-definite measurement noise in a Kalman filter.

Causal optimum.  For matrix functions of frequency, write || X|[|> = 5 [*_ || X (w)||3. dw.
Write [X]4+ and [X]_ for the causal and anticausal parts of X: the Fourier transforms
of the t > 0 and ¢ < 0 halves of its inverse transform (37), so that X = [X]4 + [X]_ and
X172 = [|[X]|?+I[X]_|>. That is: transform to time, keep what depends on the past,
discard what would depend on the future. What is discarded is what a causal controller
cannot have, and its size is the price of causality.

Theorem 6. Assume that H(w) = el and M(w) = el for some € > 0 and all w,
including w — 0o. Assume also that they have spectral factorizations

H = A*A, M =TT*, (47)

with A, A=Y, T', T~! stable and causal (for real-rational data these exist under the stated
positivity; see the matriz spectral factorization of Youla (1961), as referenced by Boyd
and Barratt). Such a factorization is a square root of a positive spectrum that can be
built as a causal filter and undone by one, the role a Cholesky factor plays for a positive
matriz. Let

F=ATET™ (48)
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and assume ||F|| < co. Then among stable, causal Q (with AQT' square integrable), the
optimum and its cost are

Qe=—-A"YF), T (49)
J(Qc) = Jow + 3I[F]-I, (50)

where the total cost of the pointwise optimum is Jypw = J(Ko) — 3||F||*, attained by
Qpw = —A"1F 1,

Proof: Appendix E, p. 42.

So the price of causality is ||[F]_||?, the energy of the anticausal part of F. For
a stable plant with invertible H and M, Qpw = —H 'NWP}, M~ = Dy of (23).
The requirement H > el as w — 0o needs a control-effort term in y,, ys, as LQR needs
R > 0; M > eI needs sensor noise. For an indefinite H (power-type objectives), the cost
is unbounded below by Proposition 2, and no causal optimum exists either.

RHP zeros, delays, and unstable poles. These enter F' as all-pass factors: magnitude one
at every frequency, so they change only phase and no stable causal filter can undo them.
Suppose (single input) Py, = UPy with U all-pass (U*U = 1 on the imaginary axis,
containing the RHP zeros or a delay e~*7) and Py minimum phase. Then H = 2F; Py,
so the spectral factor A does not see U. But N contains Py, = FfU*, so I contains U*,
which is anticausal: for a delay, U* = e*T shifts the impulse response of F' earlier by T
This moves energy into [F|_ and raises the causality cost (50). For a delay, a preview of
T seconds is exactly what removes it. The all-pass factor M, of an unstable plant enters
E through T5 = M} and T3 in the same way.

Numerical check. Table 1 compares the Wiener-Hopf solution (49), computed on a
frequency grid (dt = 0.005 s, band +628 rad/s) with cepstral scalar spectral factors,
against LQG computed from Riccati equations. The plant is the example of Figure 2:
A = [0,1;-10,-1], B, = [0;1], By = [1;0.3], y = [z; RY?u], R = 0.1, with sensors
z = x+ v (two sensors) or z = x1 + v (one sensor), V = o?I. For two sensors, I is taken
from the Kalman filter, I' = (I + ®L)V/2, which factors M to 5 x 10~ 4,

The Wiener-Hopf and LQG costs agree within 0.05-0.4%. The remaining difference
is a discretization effect, not a modelling one: on a sampled, band-limited grid the causal
projection []+ is exact only as dt — 0. For the RHP zero at a = 3, the difference to
LQG evaluated on the same grid is 1.1 x 1072, 5.6 x 1072 and 2.9 x 1072 for dt = 0.02,
0.01 and 0.005 s: it halves with dt. Some observations:

e The pointwise optimum does not depend on the RHP zero at all (column jpw):
an all-pass factor changes only the phase, which the pointwise optimum can undo
at every frequency. The causality cost grows most when the zero is near the
frequencies that matter (here the 3.2 rad/s resonance); a much slower zero (a = 0.3)
hurts less.
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Plant Sensors, ¢ Jow J Wiener-Hopf (49) J LQG  causality cost

stable Ty, 29; 1.0 2.340 3.746 3.749 1.406
stable z1; 1.0 4.090 4.931 4.932 0.841
stable r1,29; 0.1 1.707 2.717 2.718 1.010
stable x1; 0.1 1.793 2.868 2.868 1.074
stable r1,22; 0.03  1.697 2.686 2.687 0.989
stable z1; 0.03 1.705 2.702 2.703 0.997
RHP zero a = 30 x1; 0.1 1.793 2.875 2.876 1.082
RHP zero a = 10 z1; 0.1 1.793 2.965 2.968 1.172
RHP zero a =3 z1; 0.1 1.793 3.605 3.611 1.812
RHP zeroa =1 z1; 0.1 1.793 3.653 3.656 1.860
RHP zero a =0.3  x1; 0.1 1.793 3.176 3.177 1.383
unstable (pole +1) x1; 0.1 0.560 2.929 2.939 2.369

Table 1: Causal optimum from Theorem 6 versus LQG. The causality cost is || [F]_||* =
Jwa — Jpw. RHP zero: the actuator passes through the all-pass (a—s)/(a+s). Unstable:
A =10,1;2,—1] (poles +1, —2), with K from a deliberately non-optimal stabilizing
controller Cp (cost 2.964) and M, = (s —1)/(s + 1).

e Two sensors beat one at every noise level, and as ¢ — 0 both approach the full-state
LQR cost 2.681.

e For the unstable plant, the causal optimum improves on the stabilizing Cy and
matches LQG, and the gap to the pointwise bound is large (2.37): stabilization is
costly, and the pointwise bound ignores it.

Finite causal bases. In practice, @ (here D, for a stable plant) is restricted to a finite
causal basis,

D(s) =) 0xBir(s),  6r€R, (51)
k=1

with each Bj stable and causal. Then every such D gives a stable closed loop, and by
(44) the cost is a quadratic in 6. For a single input and single sensor it is

J(0) = J(Ko) + b6 + 10TH9, H;, = (HMB;;, B), by = (E, By), (52)

with (-, -) from (35). Its minimizer solves the linear equations Hf = —b, which is convex
whenever H = 0. Two standard bases of stable, causal functions, orthonormal in || - ||,
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are

Laguerre: By (s) = v2a (3_a>k_1, (53)

s+al\s+a
V208 k—1 20k k-1
Kautz: Bogy_ =————-U B =————-U
s 2h-1(5) 2+ Bs+k + Bals) 2+ Bs+k ’
2 — Bs+k
- 54
2+ fBs+kK’ (54)

with a real pole —a for Laguerre and a pole pair s? + Bs + & for Kautz.

(a) Excess cost over the causal optimum (b) |D(iw)|
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Figure 3: Restricting the Youla parameter D to n causal basis functions (stable plant,
one sensor, ¢ = 0.1). (a) Excess cost over the causal optimum; the dashed line is the
(unreachable) gap between the causal and pointwise optima, and the floor near 5 x 1076
is the grid discretization error. (b, ¢) Magnitude and phase of D(iw) for Laguerre (a = 3)
with n = 2,4, 8, the causal optimum (49), and the non-causal pointwise optimum (23).
(d) The corresponding impulse responses: the basis fits and the causal optimum vanish
for t < 0, while the pointwise optimum does not.

Figure 3 shows the one-sensor example (o = 0.1). As n grows, the cost converges
to the causal optimum 2.868 and not to the pointwise value 1.793. The fitted D(iw)
likewise converges to the causal optimum, which differs substantially from the non-causal
pointwise optimum, especially below the resonance. The speed of convergence depends
on where the basis poles are:
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Basis n=2 n=4 n=8 n=20

Laguerre, a = 3 3.494 2932 2868  2.868
Kautz, poles at the LQR closed-loop poles —1.73 +£2.74i 3.848 2.950 2.869  2.868
Laguerre, a =1 3.264 3.170 2918  2.868
Laguerre, a = 10 3.782 3.694 2956  2.868
Kautz, poles at the plant poles —0.5 4+ 3.12 4.640 3.954 3.259  2.882

For a stable plant, D = C(I — P,,,C)~! is itself a closed-loop map, so its poles are closed-
loop poles, not plant poles. A basis should therefore place its poles near the expected
closed-loop poles (roughly, near the closed-loop bandwidth). A Laguerre basis with a
single real pole at that bandwidth is a good default because it has only one parameter
to choose. A Kautz or other rational basis does as well when its poles are placed at
(estimates of) the closed-loop poles, but poorly when placed at lightly damped plant
poles. In practice one can fit with Laguerre, read off the dominant poles of the result,
and refit with a rational basis at those poles.

Learning the basis pole. The Laguerre pole a need not be known in advance. For fixed
a, the optimal coefficients solve the linear equations of (52); call the resulting cost
J*(a) = ming J(6,a). This is a function of a single real number. Because the coefficients
are already optimal for the current pole, moving them changes nothing to first order, so
the pole may be differentiated with the coefficients held fixed (the envelope theorem):

dJ* OH o\ 7" 0B 1 k-1 k
e (2 g (LoESl B

da Oa Oa Oa

Figure 4 shows what happens. J*(a) has local minima and is nearly flat for small a (panel
a), so plain gradient descent on log a depends on its starting point: for n = 8, starting at
a = 0.1 stays at a = 0.1 (J = 3.259), while starting at a = 30 reaches J = 2.868 (panel
b). Since the search is one-dimensional, a cheap remedy works without any knowledge
of the closed loop: evaluate J* at 16 log-spaced values a € [1072,10%] rad/s, refine the
three best by gradient descent, and keep the best. The learned pole does as well as the
best hand-picked pole at every n (panel c¢) and settles at a* ~ 2-4.5 rad/s (panel d),
close to the magnitude 3.24 of the LQR closed-loop poles, which the method never uses.
Near the optimum, J*(a) is rugged at the 10~% level, so the learned a* varies with n; for
n = 8 a dense 60-point sweep finds a minimum only 1.3 x 10~% lower. With several poles
(a generalized orthonormal basis), the same gradient (55) applies pole by pole, but the
search is no longer one-dimensional and needs more care.

Orthogonality and greedy pole selection. Laguerre (and Kautz) functions are orthonor-
mal in the plain norm || - ||, but the cost (52) uses the weighted Gram matrix H, so the
coefficients are coupled and adding a function changes all earlier coefficients. Orthogo-
nality becomes useful in the whitened coordinates of Theorem 6. Write Y = AQI', so
that, by (94), J = const + 5||Y + F||2. Expanding Y = }_, 0, in any basis of stable,
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(a) cost landscape; O scan points, x refined optimum (b) plain gradient descent, n = 8: start matters
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Figure 4: Learning the Laguerre pole (same example as Figure 3). (a) J*(a) minus the
causal optimum for n = 2,4, 8; circles are the 16 scan points, stars the refined optima.
(b) Plain gradient descent on loga for n = 8 from four starting points. (c) Excess cost
against n for the learned pole and for fixed poles a = 1,3,10. (d) The learned pole
against n; the dashed line is the magnitude of the LQR closed-loop poles, shown for
reference only.

causal functions that is orthonormal in || - || gives

O = _<F7 ¢k> = _<[F]+)¢k>7 jn - j(QC) = % Z 91%’ (56)

k>n

where J, is the cost with the first n functions. Each coefficient is a single inner product,
adding a function never changes the earlier ones, and the remaining excess cost is known
exactly. How fast the series converges depends on the poles of the basis relative to those
of the target [F]y; for generalized orthonormal bases this is quantified by Heuberger,
Van den Hof and Bosgra (1995, Theorem 8.3): the coefficients decay geometrically at
a rate set by the distance between basis poles and target poles, and they vanish after
finitely many terms when the poles coincide. In the whitened coordinates the relevant
poles are known in principle:

Proposition 7. For real-rational data satisfying the assumptions of Theorem 6, [F]y is
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rational and its poles are among the left-half-plane poles of E. Hence the causal optimum
Y. = —[F]+ is a finite combination of Takenaka-Malmquist functions with those poles.

Proof: Appendix F, p. 42.

For a stable plant with a white disturbance, E = NW P}, and the left-half-plane
poles of E are the poles of Py, ., Py,w, i.e. plant (and disturbance-model) poles. This
explains the observation above that Kautz functions at the plant poles converge poorly
for D (whose poles are closed-loop poles) but are exactly the right basis for Y.

When the poles are not known, they can be found greedily. At step n + 1, form
for a candidate pole p (real, or a conjugate pair) the real-coefficient functions ¢(s) €

{(S_p)s(s_ﬁ), (S_p)l(s_ﬁ)} (or ﬁ) multiplied by the Blaschke product [] i<n % of
the poles already chosen, which makes them orthogonal to all earlier functions. Choose

the pole whose functions capture the most of the current residual R,, = [F]+ + Y,,:

pust = axgmax [T, R, (57)

where II, is the orthogonal projection onto the span of the candidate functions. This
is the maximal selection principle of adaptive Fourier decomposition (Qian and Wang;
see Gao, Ku and Qian, Egs. (5)—(8)), here in the right half-plane with real coefficients
and applied to the causal target of Theorem 6. Without spectral factors (e.g. for several
inputs, where matrix factorization is harder), the same greedy selection can be done
directly on D (or @) in the weighted metric of (52): for a candidate block of new
columns, the exact cost decrease at the current optimum 6* is (Appendix F)

AT =3p"S"p,  p=by+Hyd*,  S=Hy, — HyH 'Hy,, (58)

where p is the gradient with respect to the new coefficients and S is a Schur complement.
Candidates are evaluated on a logarithmic grid of poles and the best one is refined by a
local (Nelder-Mead) search.

Figure 5 compares five choices on the example of Figures 3—4. Greedy selection on
Y picks the plant pole pair —0.50 £ 3.12¢ first and reaches the grid-error floor with two
functions, as Proposition 7 predicts. Laguerre functions on Y converge slowly (the target
is resonant). On D, the one-step-ahead greedy rule is myopic and, in this example, slower
than a Laguerre basis with a learned pole; its advantage is that it needs no pole guess
and extends unchanged to several inputs and outputs and to unstable plants.

Discretization artifacts. On a finite frequency grid, a basis function whose pole lies near
the edge of the band is not fully resolved, and a greedy search can then lower the cost as
measured on the grid by moving response above the band, where it is not counted. Two
safeguards remove this: poles are restricted to a band well inside the grid (|Rep|,Imp <
0.17/dt), and each step’s controller, being an explicit rational function, is re-evaluated on
a finer validation grid; tuning stops when the validated cost stops decreasing. Without
these safeguards the greedy search reported costs below the exact causal optimum in our
tests; with them, the validated costs agree with the exact optimum (Table 2).
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Convergence to the causal optimum: basis and coordinates
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Figure 5: Excess cost over the causal optimum against the number of basis functions
(one sensor, 0 = 0.1, white disturbance). Laguerre on D with fixed or learned pole;

Laguerre on the whitened Y = ADT"; greedy pole selection on D in the weighted metric,
(58), and on Y, (57).

5 The value of sensing

Sensor noise enters the cost through the same quadratic form as everything else, so what
a sensor is worth can be read off the design that is already in hand. This section makes
that precise: how much each sensor’s accuracy is worth and at which frequencies, what
an upgrade is guaranteed to buy, and why allocating accuracy under a price is a tractable
problem.

Sensor noise enters only through the augmented spectrum (46). For a stable plant
with the parameterization Q = D, the noise columns of Py, ., Py, are zero, so E =
NW P}, does not depend on the sensor-noise spectrum V', while M = P WP}, +V.

Proposition 8. Consider a stable plant with H = 0 and parameterization Q = D. For
a fived Q, the cost (44) is affine in V', with
1 o0

0] = —
J 2 J_

lrp (Q*fIQ 5v> deo. (59)
Consequently, the optimal causal cost, written J.(V) = ming J(Q;V), is concave and
non-decreasing in V, and wherever it is differentiable its sensitivity to sensor i’s noise
level is

oJ. 1 [ .

where Q. is the causal optimum. The same holds for the pointwise optimum with Qpy.
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Proof: Appendix G, p. 42.

Corollary 9 (Value of a sensor upgrade). Under the assumptions of Proposition 8,
let Q. be the causal optimum for the noise spectrum V and let V' be any other noise
spectrum (not necessarily close to V', and possibly frequency dependent). Then

_ _ 1 [ -
TV) (V) = o / 31 (QUIQ.(V — V') deo (61)
The right-hand side is exactly the improvement obtained by keeping the current controller;
re-optimizing for V' can only add to it.

Proof: Appendix G, p. 43. For an upgrade (V' < V) the bound is non-negative and
is computed from the current design alone.

The quantity (60) is the marginal value of sensor i’s accuracy: the energy, weighted
by the plant’s cost curvature, with which the optimal controller uses that sensor. It is
computable from frequency responses and measured spectra, needs no state-space model,
and is available at no extra cost once (). is known. Some uses:

e Accuracy allocation. With candidate sensors of precision p; = 1/V}; (for white
sensor noise) and a price ¢;(p;) (e.g. linear in precision, or reflecting averaging
time or beam count), minimize J.(p) + >, ci(p;). The gradient is 8.J./9p; =
—pl-_2 0J./0Vy, so a projected-gradient or proximal method applies; a sensor whose
optimal precision is zero is simply not installed, which gives placement as a by-
product.

e Placement with a fixed cost per sensor. Removing a sensor is the limit
Vii — oo. Greedy addition or removal with exact marginal costs mirrors the
set-function approaches of [40, 41]; the pointwise bound (Proposition 3 with the
augmented W) gives a cheap lower bound for screening candidate sets, and its
sensing-gap term (31) identifies disturbance directions that no candidate set can
see.

e Value of preview. A sensor that sees the disturbance 7T seconds early enters
P.,, with a factor e*. The causality cost 3||[F]_||*> as a function of 7 (and of the
preview sensor’s noise, via (60)) prices a lidar, a wave-measurement buoy, or a
forecast subscription before it is bought.

Proposition 8 gives concavity in the noise spectrum V. For the allocation problem it
is the reciprocal variable that matters, and in the state-space case the corresponding
convexity can be proved.

Proposition 10. Let ¥, (p) be the stabilizing solution of the filter Riccati equation AY. +
YAT + BBT —x.CTdiag(p)CX = 0, for precisions p > 0 such that it exists, and let G = 0.
Then p — Tr(G X.(p)) is convexr. In particular the latency-aware cost (99), which is
Tr(PBBT) +Tr(G,(p)) with G = A" TKTRKeA™ = 0, is convex in the precisions, and
s0 is the allocation problem min,>o Jc(p) + >, ¢i(p;) for convex prices c;.
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(Proof: Appendix G, p. 43; the argument is the information-form relaxation used by
[25] for the estimation problem.)

This explains the convexity observed numerically in Section 7.1, and it is what makes
the price-per-precision sweeps there and in Section 7.2 reliable. It says nothing about
placement with a fixed cost per sensor, which stays combinatorial.

Numerical check (src/verify sensors.py): for the plant of Figure 2 with sensors
z=uz+wv, V =diag(0.04,0.09), (60) evaluated at the LQG Youla parameter gives 1.499
and 1.019, against 1.500 and 1.022 from finite differences of the exact LQG cost. J. is
concave along V11 (all second differences negative), and removing sensor 2 (resp. 1) raises
the cost from 2.866 to 3.225 (resp. 2.970): the less accurate velocity sensor is worth more
here.

6 Software: the freqctrl v2 package

The companion Python package freqctrl v2 (in src/) implements the design end to
end.

e Input. Either a state-space plant © = Ax + Byu + Byw, z = C,xz + D,pw + v
(stable or unstable, any number of inputs and outputs), or frequency responses of
a stable plant on a grid. Disturbance and sensor-noise spectra W(w), V(w) are
arbitrary functions of frequency (e.g. measured spectra). The objective is either
Yo = Yp = [Ql/zx; R1/2u] or a general pair y,, yp; an indefinite objective is detected
and rejected (Proposition 2).

e Parameterization. For state-space input, the Youla parameterization (43) is
built around an observer-based controller v = —K ;% + Qe with innovation e =
z—C.Z (the architecture of Boyd and Barratt, Fig. 15.1), which is valid for unstable
plants; for frequency-response input, QQ = D.

e Tuning. Greedy pole selection in the weighted metric (58) (any size) or in
whitened coordinates (57) (one input and one measurement), with pole refinement
and optional validation-grid early stopping.

e Output. Every intermediate controller, together with the non-causal pointwise
optimum and (for one input and one measurement) the Wiener-Hopf optimum
of Theorem 6, and a nine-panel plot: cost per step, controller magnitude and
phase, closed-loop impulse response, cost density, selected poles, the disturbance-
to-output response (with the uncontrolled plant) in frequency and time, and the
loop transfer function L = P,,C.

Table 2 summarizes four demonstrations (src/examples/demo_autotune v2.py) with a
narrowband disturbance W (w) = |G4(iw)|?, Ga(s) = 2w3 /(s + 2¢wos + wd), wo = 1.5,
¢ = 0.2, for which the nominal (white-noise) LQG controller is not optimal. The exact
causal optimum is LQG on the plant augmented with the shaping filter G4. Figures 6
and 7 show two of the cases.
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Case nominal greedy (fns) validated exact causal pointwise

A: SISO, state space 14.213  10.282 (12)  10.283 10.283 8.766
B: SISO, freq. response  13.217  10.282 (16)  10.283 10.283 8.766
C: 2 x 2 masses 0.299 0.206 (10) 0.206 0.206 0.131
D: unstable (pole +1) 16.018  10.523 (10) 10.530 10.531 3.488

Table 2: Demonstrations of freqctrl v2.autotune (weighted greedy, tuning grid dt =
0.005 s, validation grid dt = 0.00125 s). “Nominal” is the parameterization’s @ =
0 controller (white-noise LQG for state-space input; open loop for frequency-response
input). “Exact causal” is augmented LQG. For B, the plant is given only through its
frequency response. The remaining differences between the validated and exact costs
(< 7 x 107%) are within the validation grid’s own discretization error.

7 Worked examples: latency, sensor placement and sensor accuracy

This section applies the method to three problems in which sensing is a design choice.
Each example has a state-space model, so every frequency-domain result can be checked
against an exact optimum (Appendix H for latency, LQG with augmented shaping fil-
ters otherwise). The frequency-domain computations use only frequency responses and
spectra; the state-space models serve only as a check. The examples therefore validate
the method and illustrate how Propositions 6 and Corollary 9 would be used. They do
not show an advantage on a problem where no state-space model exists (for example
measured frequency responses and ambient PMU spectra), which is where the method
is intended to matter.

Where these results stand relative to prior work is set out in Section 9; in short,
latency-aware LQG, sensor selection by closed-loop performance, and the pricing of
measurement effort are all established, and what is being illustrated here is the frequency-
domain route to them and the sensing results of Section 5.

Everything below is reproducible from the repository: the three demonstrations and
the models they use are in src/examples/, and the checks are in src/tests/.

7.1 A stylized two-area system

Ten classical machines in two areas, small enough that every PMU subset can be enumer-
ated. The inter-area mode is at 0.43 Hz with 3.9% damping, two inverter-based resources
are the actuators, and a candidate PMU at each bus reports machine frequency with
noise and latency 7. The objective charges tie-line swings, frequency deviations from
the centre of inertia, and actuator effort. Appendix J.1 states the problem in full. Open
loop the cost is 7.666; with full state information, no noise and no latency, 1.379.
Latency. For the PMU set {2,8,10} (the best set of three, below), the frequency-
domain tuner is given the frequency responses with the factor e ™ and the load spectra.
Table 3 compares its validated cost with the exact optimum (99). The agreement is
within 0.06% at every latency, with 24-26 basis functions. An LQG controller designed
for zero latency and then operated with latency is unstable already at 7 = 0.1s for this
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PMU set (stability checked with Padé models of the delay; orders 6, 8 and 12 give the
same rightmost closed-loop eigenvalue to five digits). Its cost rises from 1.983 at 7 = 0 to
3.564 at T = 0.08s (closed-loop spectral abscissa —0.025, i.e. close to instability), while
the latency-aware optimum rises only to 2.175. The non-causal bound (1.330) does not
depend on 7, because a pure delay is all-pass. The gap between the causal optimum and
this bound grows with latency, so latency makes the cost of causality larger (Figure 8d).
Figure 8c shows the response of a tie line to a load step. Figure 9 shows the tuner’s
controller, closed-loop responses and loop gain next to the exact optimum.

7 (s) tuned (validated) basis functions exact (99) exact controller on grid LQG ignoring latency

0.0 1.9845 24 1.9838 1.9833 1.9833
0.1 2.2290 26 2.2282 2.2275 unstable
0.2 2.5083 26 2.5080 2.5072 unstable
0.3 2.7955 24 2.7940 2.7933 unstable

Table 3: Two-area system, PMUs at buses 2, 8, 10. “Validated”: the tuned rational
controller evaluated on a grid four times finer than the tuning grid. The exact controller’s
cost on the grid differs from (99) by the O(At) discretization error.

Placement with a fixed cost per PMU. Evaluating (99) for all 1023 subsets
takes 4s. Figure 10(a,b) and Table 4 compare the exhaustive optimum with forward
greedy selection, with one-shot screening by the Proposition 8 marginal values at the
all-PMU design, and with a common heuristic (largest magnitude of the inter-area mode
shape). The optimal sets are not nested: the best single PMU is at bus 10, the best pair
is {2,10} and the best set of four is {1, 3,8,10}. Greedy selection is optimal for k < 3
and k > 8, and at most 0.9% worse otherwise. The two screening rules are within 3.1%
(Proposition 8) and 3.7% (mode shape) of the optimum. The differences between good
choices are small; the main value of the evaluation is to avoid bad ones: the worst sets
of three and four PMUs (all in one area) cost 52% and 55% more than the best.

k  exhaustive optimum (buses) greedy screening by Prop. 8 mode-shape heuristic median worst

1 3.394 (10) 3.394 3.435 3.435 3.478  3.815
2 2.376 (2, 10) 2.376 2.395 2.380 2.540  3.733
3 2.228 (2, 8, 10) 2.228 2.285 2.235 2.344  3.387
4 2.119 (1, 3, 8, 10) 2.137 2.184 2.198 2.244  3.275
5 2.066 2.078 2.123 2.098 2.147  3.221
6 2.023 2.026 2.026 2.056 2.080  2.296
10 1.936 1.936 1.936 1.936 1.936  1.936

Table 4: Two-area system, latency 0.1s: exact optimal cost for kK PMUs chosen by each
rule; median and worst over all (113) subsets.

Accuracy with a price per unit precision. Proposition 8 evaluated at the
exact optimum on the frequency grid agrees with the Riccati adjoint (and with finite
differences) to 1.9% on the tuning grid and 0.47% on the four times finer grid, as expected
for an O(At) error. The marginal values (Figure 10c) are largest at the far ends of the two
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areas (buses 1, 9, 10) and smallest near the tie lines (buses 4, 5, 6). Resolved in frequency
(Figure 10d, per decade, so that areas compare contributions), most of the value lies
between about 1 and 3Hz, the band of the local modes (1.15-2.7Hz), with a small
contribution below 0.1 Hz. The inter-area band (0.43 Hz) contributes little at this design
point (all ten PMUs). A heuristic that places or upgrades PMUs for the inter-area mode
alone would not see this. This is an example of the kind of information that a placement-
only analysis does not provide. With a linear price ¢ per unit precision, minimizing
Je(p)+¢>>,; pi over p > 0 (L-BFGS-B with the adjoint gradient) gives the same optimum
from six random starts (objective spread below 10713). Along 300 random segments in
the precision space, all second differences of J. were positive, as Proposition 10 requires.
A linear price spreads precision over almost all PMUs (Figure 10e): at ¢ = 0.3 nine of ten
buses receive nonzero precision, and at lower prices all ten do. Diminishing returns in
each PMU favour spreading. Choosing a few locations becomes the decision only when
each PMU also carries a fixed installation cost, which is the combinatorial problem
above.

7.2 |EEE 39-bus (New England) system, classical-machine model

The IEEE 39-bus (New England) system, with network, loads, power flow, machine and
governor data from the case distributed with ANDES 2.0, reduced to a classical-machine
model without exciters or power system stabilizers. In that model the governors damp
the inter-area mode (0.68 Hz, the external-system equivalent at bus 39 against the rest)
to 13.5%, so this example is about wide-area frequency and oscillation regulation with
noisy, delayed PMUs rather than about rescuing a poorly damped mode. Two actuators
act on machines at buses 33 and 38; a candidate PMU at each of the 39 buses reports
bus frequency through a 0.05s filter. Appendix J.2 states the problem, the data and
the simplifications in full. Open loop the cost is 19.157; with full information, no noise
and no latency, 4.613; with PMUs at all 39 buses and 7 = 0.1, 6.990. Latency. With
PMUs at buses 20, 38, 39 (the best set of three, below), the frequency-domain tuner
(Figure 12) reaches 8.7418 on the validation grid with 16 basis functions at 7 = 0.1s.
The exact optimum (99) is 8.7406, and the exact controller on the same grid gives 8.7376.
At 7 = 0.3s the tuner reaches 12.6074 against 12.6048. The LQG controller designed
for zero latency costs 7.98 at 7 = 0, 10.76 at 7 = 0.1s (23% above the latency-aware
optimum) and 78.0 at 7 = 0.15s, and it is unstable from 7 = 0.175s on (Figure 11c).
The non-causal bound for this PMU set is 6.498 at every latency.

Placement with a fixed cost per PMU (Table 5, Figure 11b). Exhaustive search
covered all sets of up to four PMUs (92170 sets). The best sets are not nested:

one PMU: bus 16;

two: {20, 38};

three: {20, 38,39};

four: {20, 23,29, 39}.
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Placement matters more than in the two-area system: the best set of three costs 27%
less than the median set and 39% less than the worst. The simple rules are less reliable
here:

e Greedy selection starts with the best single PMU (bus 16) and is then 12% and
14% above the optimum for two and three PMUs, because bus 16 is not part of
the best pairs or triples.

e One-shot screening by the Proposition 8 marginal values at the all-PMU
design picks neighbouring buses with correlated information (29, 38, 20, 28, 34,
...). For small sets it is poor: for two PMUs it is worse than the median random
pair. From about six PMUs on it is within 3% of greedy, and at 11 and 12 PMUs
it is slightly better.

¢ The mode-shape heuristic is good for two PMUs (1.4% above the optimum)
but 15-19% above it for three and four.

k  exhaustive optimum (buses) greedy screening by Prop. 8 mode-shape heuristic random median
1 13.518 (16) 13.518 14.628 14.766 14.259
2 10.327 (20, 38) 11.568 14.434 10.475 12.802
3 8.741 (20, 38, 39) 9.951 10.105 10.035 11.813
4 8.324 (20, 23, 29, 39) 8.395 10.022 9.881 11.260
6 - 7.929 8.142 9.599 10.361
8 - 7.644 7.772 9.217 9.649
12 - 7.327 7.307 8.970 8.574
39 6.990 6.990 6.990 6.990 6.990

Table 5: IEEE 39-bus model, latency 0.1s: exact optimal cost for & PMUs chosen by
each rule; random median over 200 random sets.

Accuracy with a price per unit precision. At the selected set, Proposition 8 on
the frequency grid agrees with the Riccati adjoint to 0.4%, 0.2% and 0.04% for the three
PMUs. With a linear price ¢ per unit precision over all 39 candidates (L-BFGS-B with
the adjoint gradient; about 38 ms per gradient), the optimal allocation becomes sparse
as the price rises:

e ¢ = 0.003: 10 buses receive nonzero precision, J. = 5.94;
e ¢ =0.055: 6 buses, J. = 7.04;
e c=1: 5 buses, J. = 9.56 (Figure 11e).

In this instance the ranking by allocated precision recovers the exhaustive optimum for
the fixed-cost problem where greedy selection does not. The four buses with the largest
precision at ¢ = 0.055 and ¢ = 0.234 are {20, 23,29, 39}, the best set of four. The three
largest at ¢ = 1 are {20, 38,39}, the best set of three. This is the idea behind convex
relaxations of sensor selection [19], here with the exact closed-loop cost including latency.
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We report it as an observation on one instance: we have not shown that the continuous
problem is convex, beyond the numerical probe in Section 7.1, or that the recovery holds
in general.

7.3 Sensor fusion with frequency-dependent sensor noise

A platform on a passive isolator, driven by ground motion, with two dissimilar sensors:
a relative sensor with white noise, which sees the ground motion as if it were noise, and
an inertial sensor whose noise rises steeply below its corner frequency. Neither is good
everywhere, so the question is what the optimal controller does with them, and which
sensor is worth improving. Appendix J.3 states the problem in full.

Results (Figure 13). Open loop: 0.838. Exact optimum: 0.4983 (its controller
evaluated on the tuning grid: 0.4982). Weighted greedy tuning reaches 0.4983 on the
validation grid with 24 basis functions (early stopping). With one sensor only, the exact
optimum is 0.680 (relative) or 0.543 (inertial), so blending is worth about 8% over the
better single sensor. The tuned controller reproduces the exact blending (panel b): the
relative sensor is used with a high gain at low frequency, where it holds the platform to
the ground and the inertial sensor is noisy, and the inertial sensor’s gain peaks between
about 0.1 and 5 Hz. Nothing about complementary filters was imposed; the blend follows
from the noise spectra.

Which upgrade to buy. Panel (c) shows the Proposition 8 density g;(w) =
Vii(w) 8J./0Vii(w). Tt is the share of the cost that would disappear per unit relative
noise reduction, frequency by frequency. Panel (d) compares, for four candidate up-
grades, the lower bound (61), computed from the current design alone, with the exact
decrease after redesign:

upgrade bound (61) current controller, re-evaluated exact, after redesign
relative-sensor noise +10 0.0209 0.0209 0.0807
inertial noise floor +10 0.0466 0.0466 0.1468
inertial corner 0.5 — 0.17Hz 0.0507 0.0507 0.2606
both inertial upgrades 0.0517 0.0517 0.3462

The second column checks that the cost of a fixed controller is exactly affine in V'
(Proposition 8). The bound holds in every case and ranks the three single upgrades in
the same order as the exact values. It is conservative, by a factor of 3 to 7 here: the
gap is the value of redesigning the controller for the better sensor, which a first-order
analysis of the current design cannot see. So the bound is useful for ruling options in (a
guaranteed minimum return) and for a first ranking, not for estimating the full return.

7.4 Fixed-structure PID on a benchmark plant

The Wood—Berry distillation column, a 2 x 2 plant of first-order lags with delays, is the
example used by Boyd, Hast and Astrém for MIMO PID tuning by iterated LMI restric-
tion [4]. Their design minimizes a low-frequency sensitivity subject to peak constraints
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on S, T and @); ours minimizes a spectral cost over the same PID structure, using the
stationarity condition (38) with the admissible set {1,1/s,s/(rs + 1)}. Appendix J.4
states both problems in full. The delays are exact on the grid and no state-space model
is used; their published gains are reproduced as a check, and the gradient of Section 3
agrees with finite differences to 6 x 10710,

design spectral cost  [|Sleo  [IT]loc Qe [(P(O)T)~!

LMI restriction [4] 0.0177 1.406 1.398 0.739 2.25

spectral cost alone 0.0025 1.748 1.008 1.971 0.44
but: two unstable closed-loop poles

spectral cost, peaks penalized, stability enforced 0.0148 1.400 1.135 0.738 2650

integrating disturbance, peaks penalized, stability enforced — 1.400 1.201 0.738 4.07

Table 6: Wood-Berry column, MIMO PID. The two formulations optimize different
things, so neither column of metrics ranks the designs; what the table shows is that the
structure condition of Section 3 handles this plant (delays and all) directly from frequency
responses, and what it costs to ignore the constraints that the LMI formulation carries.

What this shows. Table 6 summarizes the designs and Figure 14 in Appendix I
compares them in frequency and in time. The framework computes the design: PID is
one of its lag sets, the delays need no approximation, and the gradient is exact. But
minimizing the spectral cost alone leaves the stabilizing set, as described in Section 3:
along the segment from the published design to this minimizer, det(P,,(0)Z) passes
through zero at about 2% of the way, two closed-loop poles cross into the right half-
plane, and the cost rises only from 0.018 to 0.033 before falling to 0.003. With the peaks
penalized and stability enforced by an encirclement test, the design is stable, meets all
three constraints, and has a 16% lower spectral cost than the LMI design — but its
low-frequency sensitivity is three orders of magnitude worse, because the spectral cost
does not ask for tracking and the gradient pushes towards precisely the boundary where
the integral action becomes singular. Matching the LMI design by choosing the
disturbance. The mismatch in the last column is a statement about the objective,
not about the method. Their objective is the coefficient in S(s) ~ s (P.,(0)Z)~! near
the origin, so a disturbance that is concentrated at low frequency penalizes exactly that
quantity: with W(w) = (w? + a?)~!, an integrating disturbance, the integrand tends to
(P (0)Z)71||% as w — 0. Optimizing this cost, with the peaks penalized and stabil-
ity enforced as before, gives a design that sits essentially on top of theirs: gains Kp =
[0.1832, —0.0454; —0.0781, —0.0692] against their [0.1750, —0.0470; —0.0751, —0.0709], all
three constraints met (||S||cc = 1.400, || T||cc = 1.201, ||Q|/c = 0.738, and zero encir-
clements), a marginally lower cost in the integrating-disturbance measure (151.60 against
151.97), and their own objective at 4.07 against 2.25 — the remainder being the con-
trol effort and mid-band response that our cost also charges and theirs does not. One
practical point: this comparison has to be integrated on a logarithmically spaced grid.
Their objective is an asymptotic statement as s — 0, and the uniform grid used else-
where in this paper has its lowest non-zero frequency at 27 /(N dt), far above the band
where that asymptote governs; on the uniform grid the same weighting appears to suc-
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ceed while leaving ||(P.,(0)Z)7!|| three orders of magnitude too large. Nothing in the
method requires the uniform grid except the causal projection of Section 4.

For a PID design with peak specifications the LMI restriction remains the more direct
tool, since it carries the constraints natively; what this framework adds is the cost and
its gradient computed from data with exact delays, and the freedom to state the design
goal as a disturbance spectrum rather than as a norm.

7.5 Scope, scaling, and relation to integer-programming placement

What the cost depends on, and what it does not. Once frequency responses are available,
nothing in the design sees the plant’s state dimension: every operation at a frequency
acts on matrices whose size is set by the numbers of inputs, sensors and objective outputs.
The 39-bus model has 98 states against the two-area model’s 39, yet each greedy tuning
run took about 124 s against 210-300s — the cost of a run is set by the number of basis
functions (16 against 24-26) and by nyn,, not by n, — and the Wood—Berry column,
whose delays make it infinite-dimensional, needed no approximation at all. We state
this as a property rather than a contribution: every method that works from frequency
responses shares it, and it moves the difficulty rather than removing it. The order of the
controller still grows with what the plant does, since lightly damped modes need basis
poles near them; and the frequency grid must resolve the plant’s sharpest features and,
as Section 7.4 showed, whatever band the objective is about.

The classical PMU placement problem chooses the fewest PMUs that make every bus
topologically observable (a PMU observes its bus and its neighbours), which is a set-
covering integer program. It scales to thousands of buses and handles hard constraints
(budgets, redundancy, zero-injection buses), but every covering set counts as equally
good. The analysis here answers a different question: how good a given set is for a given
closed-loop objective, including noise, latency and measured spectra, and what accuracy
is worth. In the two-area system, the best and worst sets of three PMUs differ by 52%
in cost. The two approaches are complementary. Covering and redundancy constraints
can be imposed on the candidate sets, and the cost used here can serve as the objective,
or its gradient can drive a relaxation.

Computational cost, measured on a laptop (single process):

¢ Exact evaluation of one PMU set (state-space check, (99)): one filter Riccati
equation. 4ms for the 39-state two-area model; 22ms for the 98-state 39-bus
model. Exhaustive search is therefore limited to small sets or few candidates: in
the 39-bus model, all 9139 sets of three PMUs took 232s, and all sets of four
(82251) took 3026s.

e Greedy selection: kx (number of candidates) evaluations. It took 37s for all
sizes k =1,...,39 in the 39-bus model.

e Accuracy gradient for all candidates: one Riccati and one Lyapunov equation
(the adjoint of Proposition 8), 38 ms for 39 candidates. Its cost hardly depends on
the number of candidates, so accuracy allocation scales best.
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e Frequency-domain tuning (Section 4): memory and time grow with the number
of frequency points and as (nunz)2 per point, so the present implementation suits
controllers with few inputs and outputs (n,n, < 30). A 2 x 3 controller took
3-5 minutes per run in the two-area example when run without competing jobs.
Computing frequency responses of large models is not the bottleneck: they are
obtained from one eigendecomposition in O(Nn) operations.

For a realistic wide-area damping design (a few actuators, tens of candidate PMUs,
reduced models with hundreds of states) these costs are practical. A full interconnection
would need model reduction, sparse solvers, or a relaxation layer; we have not tested
that.

8 Where this should be useful

The framework earns its keep where disturbances are spectral and often measured rather
than modelled, where the plant is known through frequency responses, where the objec-
tive is a product of two different signals, or where sensing and preview are themselves
design choices. The following are candidates, each with the result it would use. None
has yet been carried out on a realistic model; the examples of Section 7 are the closest
we have come.

1. Wave energy converters and arrays. Force x velocity, bounded below by
passivity plus losses [26]. The causal optimum comes from hydrodynamic frequency
responses without rational fits of the radiation kernels, and Proposition 8 prices
up-wave elevation sensors and wave forecasts against the cost of causality [33, 13].

2. Wind turbines, fixed and floating. Power against tower and blade loads under
a turbulence spectrum, with lidar preview [15] or wave feedforward [11]. The lidar’s
range, beam count and averaging are sensor parameters that (60) prices directly;
pitch and torque loops are fixed-structure designs in the sense of (36).

3. Power grids and inverter fleets. Inter-area damping and coherency [7, 31], or
objectives such as AP - Af. Section 7 does this one.

4. Precision isolation and sensor fusion. Blending relative and inertial sensors
from measured noise spectra [39], which Section 7.3 treats; the same structure
appears in lithography stages and disk-drive servos.

5. Adaptive optics. The servo-lag error is a cost of causality, and temporal pre-
diction reduces it by a factor of up to 1.77 in variance for von Karmén turbulence
[6]; wavefront-sensor configuration trades exposure against noise, which is Propo-
sition 8.

6. Active noise and vibration control. Processing latency limits attenuation,
and a reference microphone further upstream is preview; both are quantities this
framework computes rather than assumes.
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7. Energy systems with price-like objectives. An energy bill is a cross-spectrum
between price and power, and degradation supplies the losses that make the prob-
lem bounded. Forecast value follows from the cost of causality. Constraints such
as state of charge are outside the linear theory and would need a layer on top.

8. Vibration energy harvesting, structures and flows. Harvested power is a
sign-indefinite objective [18]; semi-active damping of buildings dissipates a force
x velocity product; sensor and actuator placement in flow control can start from
resolvent or measured data [29, 27].

9 Related work

Most of the ingredients used here are established, and the purpose of this section is to
say which, and where the treatment above differs. The repository’s review file records
the comparison in more detail, including which sources have been read in full.

Frequency-domain optimal control. For ¥y, = y; the pointwise solution is the non-causal
Wiener regulator written in internal-model-control coordinates [29], and the recovery
C = (I + DP,,)™ D is the Youla parameterization [43, 21, 44, 5, 37]. Theorem 6 is the
classical Wiener—Hopf solution in those coordinates; Martini et al. solve the positive-
definite case numerically from resolvent data and use the non-causal kernel as a perfor-
mance bound [29]. The gap between a causal design and a clairvoyant one is also the
subject of regret-optimal and competitive-ratio control [34, 14].

Power objectives. The pointwise optimum for a force-times-velocity objective is classi-
cal for arrays of interacting oscillators: Falnes gives the optimum-velocity condition, the
quadratic expansion about it, the closed-form maximum with and without friction losses,
and the observation that when the radiation-resistance matrix is singular the optimal ve-
locity is ambiguous while the optimal power is unique [8, 9]. Scruggs et al. carry the same
objective into a causal design for a wave energy converter, noting that the performance
functional is sign-indefinite, obtaining the pointwise optimum frequency by frequency,
solving the causal problem as a Riccati equation after fitting finite-dimensional models
of both the plant and the sea spectrum, and exhibiting an estimation-error penalty in
the output-feedback cost of the same kind as the sensing gap in Proposition 3 [36]; ex-
istence rests there on positive realness of the driving-point impedance [35]. Relative to
these, Sections 2 and 4 take arbitrary output pairs and arbitrary sensing and actuation
structure, give the optimal cost in closed form with its two parts, replace the passivity
assumption by a pointwise test on the data, and avoid rational fits. The wider wave-
energy literature on complex-conjugate control and its causal approximations is surveyed
in [33, 30, 26, 13].

Structure constraints and finite bases. Tuning fixed-structure controllers from frequency-
response data is established practice [20, 4], as is the study of the resulting non-convex
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landscapes [10, 45]. The constant-gain gradient of Proposition 5 is the one attributed to
Levine and Athans [23]; what Section 3 adds is that it, and the causal, preview and PID
conditions, are the same condition on different lag sets. Expanding the Youla parameter
in a finite basis around a nominal observer-based controller is Boyd and Barratt’s Ritz
approximation [5, §15], and the behaviour of orthonormal rational bases under pole
choice is well studied [17, 24]. The greedy rule of Section 4 is the maximal selection
principle of adaptive Fourier decomposition [32, 12, 1], here applied in the weighted
metric of the control problem so that it works for several inputs and outputs without
matrix spectral factorization.

Sensing. Choosing sensors by estimation or closed-loop performance has a large litera-
ture, including convex relaxation [19], supermodularity and greedy guarantees [40, 41],
sensing regularized by information [38], and sparse placement from data [27]. Pricing
measurement effort inside the problem goes back to [28, 3]. In continuous time, sensors
are scheduled across plants with a cost per unit time, and the relaxed problem is convex
in the information matrix [25]; they may also be switched, with switching costs [22]; in
discrete time a measurement budget is spread over a horizon, with quality traded against
quantity [2]. These are estimation problems, with the estimation error and the price of
measuring in the cost and no closed-loop term. Proposition 10 is the information-form
argument of [25] applied to the closed-loop cost, and is not claimed as new. What we
have not found stated is Proposition 8 in a form computable from frequency responses
and measured spectra, its resolution in frequency, and the upgrade bound of Corollary 9.

What we could not check. Several works bearing on the attributions above were not
obtained: [28] and [3], the origin of measurement pricing; [23], whose condition we
attribute but have not read; [35]; and [16, 43]. Three works that cite [28] describe
it as solving sensor selection in discrete time by complete enumeration over open-loop
schedules [22, 25, 2|, which would make it a combinatorial result rather than a sensitivity,
but the original should be read before relying on that.

10 Outlook

Several things are missing or unfinished.

e Theorem 6 for several inputs needs matrix spectral factorization of H on a grid
(e.g. Wilson’s method), not only the scalar cepstral one used here; and the causal
problem for power-type objectives needs H > 0, i.e. passivity plus losses.

e Preview: replace [-]+ by the projection onto lags ¢ > —7, and plot the cost against
the preview time 7.

e Sensing selection with the controller coupled: Section 7 gives first examples (place-
ment, accuracy, latency); open are relaxations for large candidate sets and tests
on measured data.
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e Structure selection, as opposed to structure-constrained optimization: the lag-set
condition scores a given structure, but choosing among structures is open.

e Decentralization. Everything here assumes one controller with one measurement
vector, so that the closed loop is affine in the Youla parameter. With several con-
trollers each seeing part of the system that can fail, and the test is whether one
controller’s influence on another’s measurements is matched by information reach-
ing that controller — which is what quadratic invariance formalizes. Structures
that are quadratically invariant with respect to the plant [42] keep that property
and should admit the same treatment, with the admissible set describing the de-
centralization as well as the lag structure; structures that are not quadratically
invariant do not, and are outside this framework.
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Quadratic form, first-order term, and the gradient identity

Write A = Py, 4, a = Py, B = Py,4, b= Py, sothat H = A*B+B*A, N = A*b+DB"a,
Jo = ReTr(aWb*) and (14) reads J = ReTr((AK + a)W(BK +b)*). Two elementary
facts are used throughout.

Tr(Q) = Tr(Q*), so ReTr(Q) = ReTr(Q") for any square Q, (62)
ReTr(QS) = 1Tr ((Q + Q*)S) for any square  and Hermitian S. (63)

Fact (63) follows from (62): Tr(QS) = Tr(SQ*) = Tr(Q*S), so Re Tr(QS) = 3(Tr(QS)+
Tr(Q*S)).

-2
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Proof of (18). Expanding,
(AK + a)W(BK +b)* = AKWK*B* + AKWb* + aWK*B* + aWb*.  (64)

For the first term, Re Tr(AKW K*B*) = Re Tr(B*A S) with the Hermitian S = KW K*,
which equals $Tr((B*A + A*B)S) = $Tr(HKWK*) by (63). For the second term,
ReTr(AKWb*) = ReTr(b*AKW). For the third term, by (62), ReTr(aW K*B*) =
ReTr(BKWa*) = ReTr(a*BKW). The second and third terms add to ReTr((b*A +
a*B)KW) = ReTr(N*KW). The fourth term gives Jy. This is (18). O

Proof of (19). Substitute K + JK into (18). The quadratic part gives

ITr(HKWK™) + 1 [Tr(HSK WK*) + Te(HKW 6 K*)] + $Tr(H K W §K*).  (65)

The two terms in brackets are complex conjugates of each other, since Tr(HKW§K*) =
Tr(O K WK*H) = Tr(HSKWK™), using H = H* and W = W*. So the bracket
equals 2 Re Tr(HKWK™). The linear part gives the additional term Re Tr(N*dK W) =
ReTr(WOK*N) = ReTr(NWIK*) by (62). Adding up, the change is ReTr((HK +
N)WSK*) + 3Tr(HSKWSK*), which is (19). O

Gradient identity. From (11), C*(In, — P5,C*) 7! = [(Inu — CP.u)'C]" = D*. Substi-
tuting into (8) and using (15), (16),

P(C) = P, W (P;,D*H + N*) = [(HDP,,, + NYWP},|". (66)
Hence P(C) = 0 if and only if (20) holds. O

Youla relations. The two forms in (11) agree by the push-through identity C(I—P,,C) =
(I -CP,,)C. From D = (I - CP,,)"'C, D = C + CP,,D = C(I + P,,D), so C =
D(I + P.yD)~' = (I + DP,,)~'D, which is (13). 0

B Stationary controller and second-order condition

Doyt satisfies (20). Let Z = P,,W'2, so that M = ZZ* and NWP}, = NW'/27Z*.
Two standard Moore-Penrose identities are used:

z(zz =2, Z'zz* =27z (67)
With Kopt = Dopt Paw and (23),
(HKopy + NYWP}, = —HH NWP},, MM + NW P}, (68)

By (67), NWP: MM = NW'Y2z(zz"zz* = NW'?Ztzz2* = NW'/27z* =
NW P;,. So the right-hand side is —HHTNW P}, + NW P, which is zero by (22). O

When y, = yp, H = 2A*A and N = 2A*a, and the range of A* equals the range of
A*A, so (22) holds automatically.
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Proof of Lemma 1. Write X = X, ,,, Y = XWP}, and C? = Cgpt = -YQ'. Note
that P,,Y = P,, XWP},, so
M =Q+ P..Y. (69)
Step 1: a sufficient condition. For any D, KWP}, = DP,,WP}, = DM, so
(HK + N)WP},=HDM + NWP},. If

DM = -, (70)

then (HK + N)W P}, = —~HHINW P}, + NWP}, = 0 by (22), i.e. (20) holds.

Step 2: the Youla parameter of C¢. By (11) and the push-through identity, D¢ =
(I -CP,,)~'C? = C4I — P,,C%) ™!, which exists because I — P,,C? is invertible (and
det(I—CP,,) = det(I - P,,C?%)). Let R = Q'P,,Y. Since [ - P,,C¢ = I+ P,,YQ', and
QYI+P.,YQN ™' = (I+R)~'Q' (push-through; I+ R is invertible because det(I+R) =
det(I 4+ P,,YQ')), we get, using (69),

DM =-YQ(I+P,,.YQN)'M=-YI+R)1Q'M=-YI+R) Q'Q+R)
= YU+R NI+R -(I-Q'Q)|=-Y+YI+R) Y -Q'Q). (71)

Using (I +R)™'=1—-(+R)"'Rand R = Q'P,,Y, the last term is
Y(I+R)NI-QQ) =Y(I-QIQ) - Y(I+R) QP [Y(I-QQ).  (72)

So (70) holds for D? as soon as Y (I — QTQ) = 0.

Step 3: Y(I — QTQ) = 0. I — QTQ is the orthogonal projection onto the null space
of @, so it suffices that every null vector of Q is a null vector of Y. Write Z = P,,,W/2
as before. Then Y = XW1/2Z* and Q = (P — quX)W1/2Z*, so the null space of Z*
is contained both in the null space of Y and in the null space of ). By rank-nullity and
(27), dimnull(Q) = n, —rank @ = n, — rank Z* = dimnull(Z*), so the two null spaces
are equal, and null(Q) = null(Z*) C null(Y). Hence DM = —Y, and by Step 1, C?
satisfies (20).

Step 4: same cost. Both D? and Dyt satisfy (20), so they have the same cost by
Appendix C.

Step 5: invertible M. Then rank Z = n,, so (27) means Q is invertible and Qf =
Q~'. The loop is then automatically well posed, since I — P,,C% = I + P,,YQ ! =
(Q+ P..Y)Q ' = MQ~! by (69). From (70), D¢ = —YM~! = Dy, hence C¢ =
Copt- For (28), I + DoptPoyy =1 — Y M ~1p,,, and by Sylvester’s determinant identity
det(I —YM™'P,,) =det(I — P,,YM™ ') =det(M — P,,Y)M™') =detQ/det M. 0O

Proof of Proposition 2(a). Let D satisfy (20), K = DP,,, and let D’ be any other Youla
parameter with K/ = D'P,,,. Put K = K/ — K = (D' — D)P,,, in (19):

J(K') = J(K)+ ReTr (HK + N)WP;},(D' — D)*) + 3Tr (HSK W §K*).  (73)
The middle term is zero by (20). The matrix S = KW §K* is positive semidefinite, and
for H > 0, Te(HS) = Tr(HY2SH'Y?) > 0. Hence J(K') > J(K). O
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Proof of Proposition 2(b). Let v be a unit vector with v*Hv < 0. Since M # 0, there is
a vector r with r*Mr > 0. Starting from D =0 (i.e. C =0, K = 0), take D; = tvr* for
real t, so K; = tvr*Pyy,. By (19) with K =0 and G(0) = NW,

J(K;) = Jo + tRe Tr (NW P ro*) + & (v* Ho)(r*Mr), (74)

using Tr(Hvr* Py, W P}, mv*) = (r*Mr)(v*Hv). The coefficient of #? is negative, so
J(K;) — —o0 as t — oo. The corresponding controller Cy = (I + D;P,,,)~'D; exists for
all ¢ except at most one value, because det(I + tvr*Py,,) = 1 + t ¥ Pyv. ]

C Cost of the stationary controller

Value at a stationary point. Let K = DP,,, satisfy (20). Multiplying (20) on the right
by D* and using K* = P}, D* gives (HK + N)W K* = 0; taking the trace,

Tr(HKWEK*) = —Tr(NWK*). (75)

The left side is real (H and KW K* are Hermitian), so Te(NW K*) is real, and by (62)
ReTr(N*KW) = ReTr(WK*N) = Tr(NW K*). Substituting both into (18),

J(K) = Jo+ ATr(NWK™). (76)
All stationary points have the same cost. Let Ky = D, P,,, and Ko = Dy P,,, both satisfy
(20), and 6K = Ky — K. Subtracting the two instances of (20) gives HOIKW P}, = 0.
By (19) at K; (whose first-order term vanishes, as in the proof of Proposition 2(a)),

J(K3) — J(K1) = iTr(HSKWEK*) = STr(HOKW P}, (D — D1)*) = 0. This holds
whatever the sign of H. O

Proof of Proposition 3. It remains to evaluate (76) at
Kopt = Dopt Pow = —H NW P}, M1 P, (77)
Since HT and M are Hermitian,

=P, M'P,,WN*H', (78)

opt =

and
Tr(NWKZ,) = —Tr (N [WP;wMTPsz} N*HT) . (79)

By (67) and (29), the bracket is
WP MYP W = W2 zx (22 zw'/? = w2zt zw /2 = WP w2 (80)

Using the cyclic property of the trace, Tr(NWK,) = —Tr(N*HTN W2, W1/2),

and (76) gives (30). When H = 0, HT = 0; since I, = II} = II2, the trace equals
I(EDYVENWIRIL | 3. 0
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Proof of Corollary 4. With y, = yp, A = B = Py, and a = b = Py, so H = 2A*A,
N =2A4*a, Jo = Tr(aWa*), and H' = 1(A*A). Since A(A*A)TA* = AAT =11,

N*H'N =2a*A(A*A)T A*a = 2 a*Tl,a. (81)
So (30) becomes
Jopt = Tr(aWa*) — Tr(W/2a* TL,aW/11,). (82)
Split Tr(aWa*) = Tr((I — I1,)aWa*) 4+ Tr(W/2a*11,aW/?). Then

Jopt = Tr (I — II,)aWa*) + Tr (Wl/ 20* L, aWV/2(I — Hz)> . (83)

Because II,, and I — II, are Hermitian and idempotent, with E = HuaWI/Q(I —1II,) the
second trace equals Tr(EE*) = || E||%, which is (31). O

D Structure-constrained controllers: proofs

Proof of (32). Write e = (I — CP,,)~ !, so D = €C. The derivative of a matrix inverse
gives de = € 0C P,y € to first order, since §(I — CP,,) = —0C P,,. Hence

0D =8¢ C + e6C = e6C (I + PyyueC). (84)

By the push-through identity eC' = CS,, and I + P,,CS, = (S; '+ P,,C)S, = S,, which
gives (32). O

Proof of (33). With dK = €dC S,P.y, the first-order term of (19) is, by the cyclic
property of the trace,

ReTr (HK + N)W P, S* 6C*€*) = ReTr (¢*(HK + N)W PX,S*6C*).  (85)

For the relation to (6), (66) gives G = S, P(C)e = S, [(HK + N)W P}, |"e = T'*. O

Proof of (38). Let c(t) be the (real) impulse response of C, with C(iw) = [ c(t)e~™dt,
and let dc be an admissible perturbation supported in S. Parseval’s theorem, with the
same transform convention for I' and ~ in (37), gives

o

(I',6C) = Re/

—00

Tr (y(t) se(t)h) dt = / Tr (y(t) se(t)h) dt, (86)
S

since v and Jc are real. This vanishes for every real dc supported in S if and only if

v(t) = 0 on S (almost everywhere, or at the point ¢ = 0 when & = {0} and dc(t) =

5C (t)). For S = {0} the condition is Tr(y(0) 6CT) = 0 for every real 6C, i.e. y(0) = 0;

v(0) is real because I'(—w) = I'(w). O
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Proof of Proposition 5(a). For a stabilizing constant gain, the closed loop from w to
Yy = [Ql/%; R1/2u] is # = Acx + Byw, u = Cx. By Parseval’s theorem, the total cost
(5) computed in the frequency domain equals the time-domain value

J(C)=Tr ((Q+C"RC) %), (87)

for every stabilizing C'. Two expressions for the same differentiable function of C have
the same gradient. From the frequency side, for a real constant 6C, §J = (I',6C) =
Tr(y(0) 5CT), so the gradient is v(0). (Differentiation under the integral is justified
because, for a stabilizing C, I' decays like w2 uniformly in a neighbourhood of C.)
From the time side, let M = Q + CT RC. Differentiating the first equation of (41), using
0A. = B,oC,

A 08 + 02 AT + B, 6C e + 2o 6CT BT =o. (88)

Using the second equation of (41),

Tr(M 0%) = —Tr ((AL Pc + PcA.) 6%) = —Tr (Po(ALSE + 6£AY))
= Tr (Po(BudC S¢ + £ 6CTBY)) = 2Tr (ScPeB, 6C). (89)

Also Tr(0M Y¢) = 2Tr(XcCTR6C). So
6J = 2Tr (Sc(PeBu+ CTR)6C) = Tr ([2(BL Pc + RC)Ec] 6CT) | (90)
and equating the two gradients gives (42). O

Proof of Proposition 5(b). If £¢ = 0, then by (42), v(0) = 0 if and only if RC+ B! Po =
0,i.e. C = —R™!BI P;. Substituting this C into the second equation of (41),

0=(A—B,R'BIP\I' Py + Po(A - B,R'BYPo) + Q + PoB,R BT P,
= AT'Po+ PcA— PoB,R'BI'P- +Q, (91)

so P¢ solves the algebraic Riccati equation, and A — B,R™'BI' Po = A, is Hurwitz. The

Riccati equation has at most one stabilizing solution, so Poc = P and C = —R™'BI'P =

—KLqr. Conversely, at C = —K1qr, Pc = P and RC + BI'P =0, so v(0) = 0. O

E Causal optimum: proofs

Proof of (44). Put K = Ko+ 0K with 6K = T>QT5 in (19). The first-order term is
ReTr (HKo + N)WT5Q*T5) = ReTr (T5 (HKo + N)WTy Q%) = ReTr(EQ"), (92)

and the second-order term is 3Tr(HTQT3WTiQ*Ty) = 3Tr(Ty HT» Q TsWT; Q*), by
the cyclic property of the trace. ([
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Proof of Theorem 6. Let Y = AQT. By (47), Te(HQMQ*) = Tr(A*AQIT*Q*) = |Y||%
at each frequency. By (48), E = A*FT™*, so

ReTr(EQ") = ReTr(A"FT*Q*) = ReTr(F(AQT')*) = ReTr(FY™). (93)
Integrating (44) over frequency and completing the square,
J = J(Ko) + 3llY + FII* — 5| I (99)

Because A, I' and their inverses are stable and causal, @) is stable and causal if and only
if Y is. Stable, causal, square-integrable functions are exactly those with Y = [Y]4, and
they are orthogonal to anticausal ones. Hence

1Y+ FI2 = IV + [Fl|? + [F)- 2, (95)

which is minimized over causal Y by Y = —[F], giving (49), with J = J(Ko) — 5| F||*+
%H [F]_||2. Without the causality constraint, (94) is minimized frequency by frequency
by Y = —F, i.e. Qpw = —A7TFT L, with cost Jyw = J(Ko) — 5[ F||?. This gives (50).
For a stable plant, Ko = 0, Ty = I, T3 = Py, and Qpw = —A'A*NW P}, [T ~!
—HINWP:, M.

Ol

F  Greedy selection: proofs

Proof of Proposition 7. With real-rational data, A, T' and their inverses are rational,
stable and causal, so A™* and I'"* (the para-Hermitian conjugates, X*(s) = X (—5)*)
have all their poles in the open right half-plane. Hence every left-half-plane pole of
F = A"*ET™* is a pole of E. By partial fractions, the causal part [F]; of a rational F'
with no poles on the imaginary axis is the sum of the partial-fraction terms at its left-
half-plane poles (plus, by our convention, half of any constant term). So [F]; is rational
with poles among the left-half-plane poles of E. A Takenaka-Malmquist basis built from
these poles (with multiplicity) spans all strictly proper stable rational functions with

those poles, so Y, = —[F|4 is a finite combination of its elements. O
Proof of (58). With new coefficients 3 for the candidate columns, the cost is ¢+ b76 +
briﬁJr%[G; BT [HW wa] [0; B). Minimizing over 6 for fixed 3 gives § = 6* —H 1Hy, 3
with §* = —H~1b, and the remaining function of 3 is .J(60*)+p B+ %5T5ﬁ. Its minimum
over 3 is J(0%) — £pTS~1p. O

G Sensor-noise sensitivity: proof

Proof of Proposition 8. With Q = D and a stable plant, Ko = 0, Ty = I, T3 = [Py, ]
and W = blkdiag(Wy, V). The noise columns of Py, and Py, are zero, so NWT5 =
NyWy P}, i.e. E does not depend on V, while M = Tz3WT5 = P,,W,F}, +V. By
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(44), for fixed @ the only V-dependent term is %Tr(ﬁlQVQ*) = %Tr(@*ﬁQV), which is
linear in V; this gives (59). Since H = 0, Q*HQ = 0, so J(Q; V) is non-decreasing in V
(in the positive-semidefinite order). J.(V) is a pointwise minimum over @ of functions
that are affine and non-decreasing in V', hence concave and non-decreasing. Where the
minimizer ). is unique and depends smoothly on V', the envelope theorem (the first-
order term in ) vanishes at Q.) gives 9.J./0V = d.J/0V|g=q., which is (60). The same
argument applies to the pointwise problem at each frequency. ]

Proof of Corollary 9. By (59), with Q = Q. fixed,

_ _ 1 -

TQuV') = TQuiV) + 5 [ 4Tr(QUAQUY' =) de
T

exactly, because the cost is affine in V for fixed Q. Q. is causal and stable, hence

admissible for V' (the parameterization Q = D does not depend on V), so J.(V') <

J(Qe; V). Using J(Qe; V) = J.(V) and rearranging gives (61). O

Proof of Proposition 10. Write Q@ = ¥~! and W = BBT. Multiplying the Riccati in-
equality AY + L AT 4+ W — 2CTdiag(p)CE = 0 on both sides by Q gives the equivalent
information form

F(Q,p) = QA+ ATQ + QW Q — CTdiag(p)C =< 0. (96)

Q — QW@ is matrix convex for W = 0 and the remaining terms are linear in (Q, p), so
F is matrix convex and C = {(Q,p) : Q = 0, p > 0, F(Q,p) =< 0} is convex. For fixed p,
every ¥ > 0 satisfying the Riccati inequality satisfies ¥ = ¥, (p) (the stabilizing solution
is the minimal such solution), with equality attained, so

Tr(G Ti(p)) = min{Tr(GQ™) : (Q,p) € C}. (97)

Q — Tr(GQ™1) is convex on Q = 0 for G = 0, so the right-hand side of (97) is
the partial minimization of a jointly convex function over a convex set, hence convex
in p. The statement for (99) follows because Tr(PBB”) does not depend on p and
Se(r) = eATx, e T 4 I eAsWWTeA"sds contributes Tr(GE,(p)) plus a constant. [

H Exact reference for measurement latency

The examples of Section 7 are checked against an exact optimum that we derive here for
completeness; it is the standard separation argument, specialized to a pure measurement
delay. Let & = Ax + Byu + B¢ with £ white of unit intensity (coloured disturbances
are included by augmenting their shaping filters to x), A stable, cost E[z Q,x + u” Ru]
with R > 0, and measurements z(t) = Cz(t — 7) 4+ v(t) with v white of intensity V > 0,
independent of £. Let P solve the control Riccati equation and K = R_lBg P.

Cost identity. For any input u that is a causal function of the measurements,
Itd’s formula for 7 Pz and stationarity give E[z” Q.2 +u? Ru] = Tr(PB,BL) + E[(u +
Kz)T'R(u+ Kz)).
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Optimal input. The information available at time ¢ is Z; = {z(s) : s < t}, which
determines x only up to time t —7. Write Z(t) = E[x(t) | Z;]. Because the input is known
to the controller, the error e = x — & does not depend on the input (linear—Gaussian
model), so E[(u + K2)TR(u + Kz)] = E[(u + K2)"R(u + K2)] + Tr(KT RK 3.) with
Y. = E[ee’] independent of u. The minimum is attained by u = —K#.

Estimate and error. From z(t) = e a(t —7) + [; e*"(Byu(t —r)+ Bu&(t—r)) dr,
and the independence of £ on (¢t — 7,t] from Z;,

&(t) = e (1) +/ eV Byu(t — r) dr, So(r) = eA7GeA" T +/ e B, BLeA dr,

0 0 (98)
where Z¢(t) = E[z(t — 7) | 2] is the steady-state Kalman filter for the delayed plant
(driven by u(t — 7) and z(¢)) and S its error covariance, the stabilizing solution of the
filter Riccati equation (it does not depend on 7). Hence the exact optimal cost is

Jo(1) = Tr(PB,BY) + Tr (KT RK 2.(71)) (99)

non-decreasing in 7, because X.(7) is the error covariance of estimating x(¢) from
measurements of the state up to ¢t — 7, and less information cannot reduce it. In
the frequency domain, with ®; = (s — A+ LC)™! and L = SCTV~1 (98) gives
X =e®(Bue U + LZ) + (sI — A)~'(I — e *7eAT)B,U, and U = —K X yields the
controller frequency response used in Figures 8 and 9. The integral in (98) is computed
with Van Loan’s matrix exponential. When the plant is only known through frequency
responses, or the disturbance spectrum is not rational, this construction is unavailable
while the frequency-domain method of Section 4 applies unchanged; here the state-space
model is used only to check it.

| PID designs on the Wood—Berry column: comparison

Figure 14 compares the designs of Section 7.4. It is produced by the script
demo_pid_woodberry.py in src/examples/, which also prints every number quoted
there; the plant, the design parameters and the published gains are those of [4, §8].

The top row shows the three closed-loop transfer functions that carry the constraints
in their formulation, with the imposed limits in red. The design obtained from the
spectral cost alone is drawn dashed because its closed loop has two right-half-plane poles:
on the imaginary axis it looks unexceptional, which is the point made in Section 3 — the
cost is an integral over that axis and does not see the instability. The bottom row shows
the cost density and the closed-loop step responses, obtained from the same frequency
responses by inverse transform, so that no separate time-domain model is involved. The
unstable design is omitted from the time-domain panels.

The design driven by an integrating disturbance tracks the published one closely in
every panel, which is the sense in which the two formulations agree once the disturbance
spectrum is chosen to weight the frequencies their objective is about. The design driven
by the first-order disturbance spectrum settles more slowly in the second loop: its cost
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has no term that asks for tracking, and the peak constraints are what stop it from
removing the integral action altogether.

J Problem statements for the worked examples

Each example is stated here in full, so that it can be read without the sources it is
taken from, and each ends with the runtime of the script that produces the numbers
in the main text. Times are wall-clock, single process, on a laptop, measured in one
sequential run of all the scripts. They are dominated by the reference computations
and the searches rather than by the frequency-domain design: the four demonstrations
of Section 6 together take 71s, and none of the designs below takes more than a few
minutes on its own.

J.1 Stylized two-area power system

Plant. Ten classical machines, five per area, linearized swing equations with lossless
DC power flow:

éi = Wj,
Miw; = =32 kij(0; — 05) — Dw; — B2 kij(wi — wj) + P +ui — 4,
Tg?m,i = —Pm,i — Wi/(ngs)a

with M; = 2H; /w,, H; between 3 and 6.5s, w, = 2760, R, = 0.05, T, = 2s. Intra-area
line susceptances are 0.8—1.6 pu and the two tie lines are 0.2 and 0.25 pu, which puts
the inter-area mode at 0.43 Hz. The term in § = 0.006 is proportional to the network
Laplacian and stands in for local damping (damper windings, local stabilizers): it damps
local modes more than the inter-area mode. Angles enter only through differences, so
machine 10 is the reference and the plant has 29 states. The full parameter list is in
src/examples/interarea model.py.

Disturbance. A load fluctuation at every bus, b = —ali+\2a0 &, witha = 1rad/s
and o = 0.01 pu.

Actuators and sensors. Two fast power injections at buses 2 and 9. A candidate
PMU at each bus measures the machine frequency w; with white noise of intensity
Vo = 10*(rad/s)?s (about 11 mHz rms at 50 frames/s), delivered with latency 7: the
controller at time ¢ may use measurements up to t — 7.

Objective. The sum of squared tie-line power deviations (units 0.01 pu), machine
frequencies relative to the centre of inertia (units 10 mHz, averaged over machines),
the centre-of-inertia frequency (units 10 mHz, weight 0.1), and actuator powers (units
0.02 pu).

Questions. (i) the cost of latency and whether the frequency-domain tuner attains
it; (ii) which £ PMUs to install, with all (1k0) subsets enumerable; (iii) how to allocate
accuracy when precision has a price.

Reference solution. Exact delayed-measurement LQG, (99), computed from Ric-
cati equations on the model augmented with the load filters (39 states). Runtime of
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demo_interarea.py: 917s, almost all of it in the four greedy tuning runs (about 210-
300s each); the exhaustive search over all 1023 PMU subsets takes 4s.

J.2  IEEE 39-bus system, classical-machine model

Data. Network, loads, AC power-flow solution, machine inertias and transient reac-
tances (GENROU M = 2H, z/,, r,) and governor parameters (TGOV1: R, Ty, To,
T3) from the IEEE 39-bus case distributed with ANDES 2.0 (ieee39_full.x1lsx, power
flow solved with ANDES). The extracted data are in src/examples/data/ieee39. json;
make_ieee39_data.py regenerates them.

Model and simplifications. Classical machines, constant EMF behind 7, + j/,
with the dataset’s governors and no added damping (the dataset has D = 0); exciters
and power system stabilizers omitted; constant-power loads; AC network equations lin-
earized at the power-flow solution and the algebraic variables eliminated exactly. Our
linearization reproduces the ANDES power flow to a residual of 1.8 x 1075, and the ma-
chine electrical powers to machine precision. Angles are relative to machine 10, giving
79 plant states (98 with the load filters). Because exciters are omitted, modal damping
here is higher than in the full benchmark: the results are for this simplified model.

Disturbance. Ornstein—Uhlenbeck load fluctuations at the 19 load buses, corner
1rad/s, standard deviation 1% of each load.

Actuators and sensors. Two fast power injections acting on the swing equations
of the machines at buses 33 and 38 — the pair with the lowest full-information cost
among the 36 generator pairs that exclude the external-system equivalent at bus 39. A
candidate PMU at each of the 39 buses measures bus frequency through a first-order
filter with Ty = 0.05s (standing in for the PMU’s frequency estimation), with latency
7 and white noise of intensity 107 (rad/s)?s, about 1.1 mHz rms at 50 frames/s against
open-loop bus-frequency deviations of about 4.3 mHz rms.

Objective. The sum of the swing-driven part of the flows on the five tie lines between
the dataset’s two areas (units 0.01 pu), machine frequencies relative to the centre of
inertia (units 1 mHz), the centre-of-inertia frequency (weight 0.1), and actuator powers
(units 0.05pu). The instantaneous redistribution of a load change over the network is
excluded, because no controller acting on the machines can affect it.

Questions. As in the two-area case, but with 39 candidate sensors, so that exhaus-
tive search is possible only for small sets.

Reference solution. As above. Runtime of demo_ieee39.py: 401s with the ex-
haustive search read from data/ieee39_exhaustive. json, and about 57 minutes when
it is recomputed — the 82 251 sets of four PMUs alone take 3026 s. Forward greedy over
all 39 sizes takes 37s, and each of the two tuning runs about 124 s. Deleting the cache
file recomputes everything.

J.3  Vibration isolation with two dissimilar sensors

Plant. A platform on a passive isolator, & = —wi(x — x4) — 2(owo (% — @4) + u, with
wo = 2mrad/s and (p = 0.05; = is the inertial platform displacement in micrometres and
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u a force. The numbers are illustrative and do not model a specific instrument.

Disturbance. Ground motion x, with a microseism-like spectrum: white noise
through a second-order filter at 0.15 Hz with damping 0.3.

Sensors. A relative sensor d = x — x4 + ng with white noise (Vg = 10~%), which
sees the ground motion as if it were noise; and an inertial sensor s = x + ns; whose
noise spectrum is Vs(w) = vs((w? + w?)/(w? + wg))Q with vs = 1073, w, = 27 - 0.5 and
we = 27-0.01rad/s: flat above the corner, rising as f =% in power below it, capped below
We-

Objective. E[z?] + 104 E[u?].

Questions. What the optimal controller does with two sensors that are each poor
in a different band; how much each sensor’s accuracy is worth and at which frequencies;
and what a candidate upgrade is guaranteed to buy.

Reference solution. LQG on the plant augmented with the ground and noise
shaping filters. The inertial noise has a white part correlated with the shaping-filter
input, so the filter Riccati equation carries the cross-covariance term. Runtime of
demo_fusion.py: 88s.

J.4  MIMO PID on the Wood—Berry column

Plant. The Wood-Berry binary distillation column, with time in minutes,

12.8e7% —189e73¢
16.7s+1 21.0s+1
6.6e" 7 —19.4e73s
109s+1 14.2s+1

P(s) =

i

controlled by C(s) = Kp + K1/s+ Kps/(ts + 1) with 7 = 0.3 in negative feedback.
The delays are used exactly; no rational approximation and no state-space realization
are formed.

The LMI design problem [4, §8]. Minimize ||(P(0)K;)~!|| — the low-frequency
sensitivity, and hence a measure of tracking — subject to ||S||cc < 1.4, ||T]|co < 1.4 and
1Qlloo < 3/min(P(0)) = 0.738, where S = (I + PC)™', T =1— S and Q = CS. The
semi-infinite constraints are sampled on a frequency grid, and the non-convex problem
is solved by a convex restriction, iterated from a stabilizing initial design.

Our design problem. Minimize a spectral cost E|y|* + pE|u|? with p = 0.05 for
an output disturbance, over the same PID structure, using the stationarity condition
(38) with the admissible lag set {1,1/s,s/(rs + 1)}. Two disturbance spectra are used:
a first-order spectrum with corner 0.05rad/min, and an integrating spectrum W(w) =
(w? + a?)~!, which weights the frequencies that the LMI objective is about. The peak
constraints are imposed as penalties on a sampled band, and stability is enforced by a
Nyquist test: the number of encirclements of the origin by det(I + PC) along a contour
indented to the right of the integrator poles, which must be zero.

Questions. Whether this framework can express and solve a published fixed-
structure design problem with delays; what it gives when the objective is a spectral
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cost rather than a peak-constrained tracking measure; and whether choosing the distur-
bance spectrum recovers the published design.

Reference solution. The published gains [4, §8], reproduced here to check the
plant, the conventions and the metrics. Runtime of demo_pid woodberry.py: 475s,
dominated by the derivative-free stages that carry the peak penalties and the stability
test; the gradient-based design itself takes seconds.
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A: SISO stable plant, colored disturbance, state-space input (weighted greedy)
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Figure 6: Case A of Table 2: output of plot_autotune. Greedy steps are drawn from
light to dark blue, with the final step in dark navy; the wide translucent green band
is the exact causal optimum (augmented LQG); the dashed curves are the non-causal
pointwise optimum, which is not realizable (its impulse responses in panels (d) and (h)
are non-zero for ¢t < 0); dash-dot curves are the uncontrolled plant.
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D: unstable plant (pole at +1), colored disturbance (weighted greedy)
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Figure 7:

Case D of Table 2: unstable plant (pole at +1). The open-loop impulse

response is omitted in panel (h) because the uncontrolled plant is unstable.
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(b) slowest open-loop modes (c) response to a load step at bus 1, latency 0.1 s
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Figure 8: Stylized two-area system. (a) Network, actuators and the PMU set used. (b)
Frequency mode shapes of the two slowest modes. (c) Tie-line response to a load step at
bus 1, latency 0.1s. The LQG controller designed ignoring the latency is unstable at this
latency and is not shown. (d) Exact optimal cost against latency for three PMU sets,
the latency-ignoring LQG design (missing where unstable), and the frequency-domain
tuned controllers. (e) Convergence of the greedy tuner.
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Wide-area damping: 2 actuators, PMUs at buses (2, 8, 10), latency 0.1 s (weighted greedy)
(a) cost per greedy step (b) controller |C11(iw)| (c) controller £C11(iw) (deg)
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Figure 9: Two-area system, PMUs at buses 2, 8, 10, latency 0.1s: the plot_autotune
report (Section 6). The exact latency-aware optimum (Appendix H) is drawn as the
wide band.
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Figure 10: Two-area system, latency 0.1s. (a) Exact optimal cost for every PMU subset
(grey), the exhaustive optimum, greedy selection and two screening rules. (b) Optimal
sets (filled) and greedy sets (circles). (c) Proposition 8 marginal value of each PMU’s
accuracy at the all-PMU design. (d) The same, resolved in frequency, per decade (area
under the curve on the logarithmic axis is proportional to the contribution). (e) Optimal
precision of each PMU against a linear price per unit precision.
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(a) inter-area mode 0.68 Hz, damping 13 % (blue: area 1, orange: area 2; G: generator bus)
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Figure 11: IEEE 39-bus model. (a) Bus-frequency shape of the 0.68 Hz inter-area mode.
(b) Exact optimal cost against the number of PMUs: random sets (grey), exhaustive
optimum (k < 4), greedy selection and two screening rules. (c¢) Exact optimal cost
against latency for three PMU sets, the LQG design that ignores latency (missing where
unstable), and the frequency-domain tuned controllers. (d) Proposition 8 marginal value
of accuracy at the all-PMU design. (e) Number of PMUs with nonzero optimal precision
against a linear price per unit precision.
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IEEE 39-bus (classical model): actuators at buses (33, 38), PMUs at buses (20, 38, 39), latency 0.1 s

(a) cost per greedy step

(b) controller |C11(iw)|

(c) controller £C11(iw) (deg)

—8~ greedy causal tuning exact latency-aware optimum 2000
25 —= . same controllers, finer validation grid —— final greedy step
~—— nominal controller (Q = 0): 19.1570 -+ non-causal pointwise optimum 1750
exact latency-aware optimum: 8.7406 —— earlier greedy steps (light - dark)
20 === non-causal pointwise bound: 6.4977 10! 1500
~eemy
—15 1250
k]
S o
= 10 - 1000
£ 10 hN
2 \
N 750 ,
5 cost = causal reference (symlog) \
100 101 500 <
107
0 102
102 \ 250 - —
o N <
o 100 125 150 \ 0
0 2 4 6 10 12 14 16 10° 10 102 10° 10t 102
number of basis functions w (rad/s) w (rad/s)
(d) impulse response, closed loop wl - ul (e) cost density J(w) (f) basis poles, in order of selection
3
104{t< 0: non-causal @ selected poles @
75 °
10° 4
8 50 ®
6 10-2 25
8 5 1 B
4 0.01-@ @
107
2 -25
exact latency-aware optimum .
0 > ~\ 1076 | = final greedy step -5.0 ®
o
exact latency-aware optimum —— nominal (Q = 0) °
—— final greedy step open loop (u = 0) -75
-2 ——. non-causal pointwise ——- non-causal pointwise ®
1078
-4 -2 0 2 4 3 8 10° 10 10 -30 -25 -20 -15 -10 -5 0
t(s) w (rad/s) Re
(g) |wl - yal(iw)| (h) impulse response wl - yal (i) loop transfer function o_max L(iw), L = Pzu C
15 10
10°
107"
102
73 exact latency-aware optimum .
107" § — final greedy step 10 exact latency-aware optimum
-~ non-causal pointwise —— final greedy step
open loop (u = 0) =20 plant Pzu (u > z)
107
10° 10! 10? -4 -2 o 2 4 3 8 10° 10! 10?
w (rad/s) t(s) w (rad/s)

Figure 12: IEEE

39-bus model, PMUs at buses 20,

38,

39, latency 0.1s: the

plot_autotune report. The exact latency-aware optimum is the wide band.
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(a) disturbance, sensor noises and platform motion (b) the optimal controller blends the two sensors
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Figure 13: Sensor fusion (Section 7.3). (a) Ground-motion and sensor-noise spectra, and
platform motion in open loop, at the exact optimum (wide band) and with the frequency-
domain tuned controller. (b) Controller gain from each sensor: tuned (line) and exact
(band). (c) Proposition 8 marginal value density of each sensor’s noise. (d) Candidate
upgrades: guaranteed decrease (61) from the current design, and exact decrease after
redesign.
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Figure 14: Wood-Berry column, MIMO PID (Section 7.4). Top: ¢(S), 6(T') and &(Q)
against frequency, with the limits of [4] in red; the dashed curve is the design that
minimizes the spectral cost alone, whose closed loop is unstable although nothing on the
imaginary axis says so. Bottom: cost density, and the responses of both outputs to a
unit step in the first reference, computed from the same frequency responses.
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